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1.0 INTRODUCTION
The purpose of this document is to provide a semiannual status report for the Mercator Project. Research
Grant No. NAG8-194. This work has been conducted at the Georgia Tech Research Institute under the direction of Bill Putnam, John Goldthwaite, and Elizabeth Mynatt . The project began May I, 1991 and will conclude approximately on April 30, 1992. The NASA Technical Officer for the project is Gerry Higgins.
~ASA \brshall Space Flight Center.
This document \viii provide a description of the past and current project activities . The results and conclusions drawn from these activities are summarized in a separate report which was reviewed by the NASA
Technical Officer at the six-month design review. Section 2 of this document provides a brief description of
the project and the deli verables due at the conclusion of this project. Sections 3, 4 and 5 describe the design
and implementation efforts for the construction of the Mercator environment. Sections 6 and 7 detai I project
presentations and related proposals for additional funding. The six-month design review is summarized in
Section 8. Section 9 provides projected plans for activities until the close of the project. This project maintains an advisory board made up of professionals associated with assistive technology and research in
human-computer interaction. A current list of the advisory board members is provided in Appendix A.

2.0 PROJECT DESCRIPTION
The purpose of this work is to make graphical user interfaces (GUis) accessible for computer users who are
blind or otherwise severally visually impaired. Currently these common interfaces are all but inaccessible on
all major computing platforms. We have chosen to focus on X Windows applications running on Unix workstations due to the predominance of X Windows and Unix in the computing industry and due to the powerful
features of the X!Unix architecture.
There are two major problems that need to be solved in order to provide access to GUis on any platform.
First, how do you provide transparent access to applications that rely on GUis? Essentially how do you capture and translate interaction with the G UI without modification of the application. The second major problem is what interface do you provide to replace the GUI.
There are three project deliverables specified to address these problems. The first is a feasibility study for the
Mercator Application Manager. The goal of the Application Manager is to solve the first problem is computer access, i.e. transparently translating the application GUI into a nonvisual interface. This feasibility
study will explore the critical issues for obtaining sufficient information to accomplish this translation.
The second deliverable is a prototype implementation of the Mercator Environment. In addition to testing
the Application Manager, this prototype will provide a platform for addressing the second major problem,
i.e . what type of nonvisual interface should be provided in place of the application GUI. The Mercator Environment will dictate the interfaces produced by the Application Manager and it will also provide an interface
into the general Unix computing environment. This interface has been labeled AudioRooms .
The third deliverable will be an evaluation of the platform requirements for the Mercator environment.

3.0 INTERFACE DESIGN EFFORTS
The majority of computer interfaces use only visual information. There are no clear-cut strategies or guidelines for creating nonvisual interfaces. The purpose of these efforts have been to form guidelines for the
interfaces in the Mercator environment.

3.1 ANALYSIS OF INFORMATION SPACE
One activity has been to identify and organize the information space covered by GUis. GUis produce much
more than textual information. Visual cues convey semantic and state information about the application

behavior. It has been necessary to categorize this information in order to develop nonvisu::ll representJtion of
GUis.

3.2 STRATEGIES FOR PRESENTING INFORMATION
Although there are no clear-cut strategies for designing nonvisual interfaces. there does exist work concerning the use of auditory and tactile information in computer interfaces. Our past efforts have focused on identifying previous strJtegies for using auditory information in computer interfaces. Our future efforts will
include researching effective means of using tactile feedback as well.

3.3 ANALYSIS OF INTERFACE l\1ETAPHOR
The Mercator Environment will support an interface to the basic Unix computing environment. This interface will support common activities such as file manipulation, accessing system services such JS printing ,
and working with applications. Many graphical environments support a "desktop" metJphor for interfacing
with the computer. This metaphor provides high level abstractions for system objects and Jctions . We have
chosen a related metaphor for our nonvisual environment, AudioRooms. This interface metaphor is an
extension of the graphical interface Rooms, which was developed at Xerox PAR C.
This activity has focused on defining and evaluating the AudioRooms interface. This work is summarized in
another paper, "New Metaphors for Nonvisual Interfaces."

3.4 EXPERIMENTS IN AUDITORY ICON IDENTIFICATION
One characteristic of the Mercator Environment will be the use of auditory icons . Auditory icons are representations of everyday objects such as doors, trashcans, and printers. Mercator will use auditory icons in
much the same way as how GUis use graphic icons. Auditory icons will help convey objects or actions that
are supported in the Mercator environment.
In order for an auditory icon to be useful, it must be identifiable by the user. The purpose of this activity was
to test the identification of 40 sounds that could be used as auditory icons.

4.0 SYSTEM DESIGN EFFORTS
4.1 PLATFORM ANALYSIS
Our goal in this task is to define the functional requirements for a system to support the Mercator user environment and to identify available or required technologies to implement that system.
In conducting an evaluation of the hardware and software requirements for a platform to support the Mercator environment, we are using the following methodology:
1) Develop a list of basic hardware and software requirements for the Mercator platform
2) Obtain and incorporate comments on the system description from the potential user community
3) Gather capability, price, and availability information from vendors of possible system components
4) Determine connectivity, compatibility requirements for possible system components
5) Present platform functional specification with component options, sources, and price information
At this time we are in the final stages of steps 1 and 2, and are beginning step 3. The Mercator reference document contains our base requirements list and discusses the input obtained from potential users.
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We are also considering the trade-offs between hardware and software implementations of some functions.
such as speech synthesis. Software implementations offer greater flexibility and lower cost in the long term.
but may not match the perfonnance of a hardware implementation. Faster (and much more expensive) general purpose CPUs or DSP boards are required to match the performance of specialized devices such as the
DECtalk speech synthesizer.
The hardware approach, however, presents compatibility and availability problems. The workstation marker
is just st::u-ting to offer boards and components for specialized audio and tactile applications. Such hardware
has been available for PC systems for some time, and it is possible to run UNIX on those systems. but the
necessary device driver software is not yet available for UNIX .
At one end of the possible platform spectrum we could consider a powerful RISC workstation using sophisticated software and a few general purpose audio devices. At the other end would be perhaps an Intel x86
based system outfitted with special hardware and device drivers to take the load of audio processing off of
the less powerful system CPU. Since flexibility and portability are very important to us, we will want to
implement as much of the required functionality as possible in software.

4.2 IDENTIFICATION OF TARGET APPLICATIONS
This activity consisted of identifying a set of common computing tasks such as word processing and programming and then identifying existing applications which, if accessible, could assist in accomplishing
these tasks. Although, the final goal of the Application Manager is to transparently translate any X application, it will be necessary to first demonstrate these concepts on a target application set.

4.3 IMPLEMENTATION FRAMEWORK DESIGN
We have been working on a model of the Mercator Application Manager to serve as an implementation
framework. The model describes the components of the Application Manager and their interactions. The
major components of the Application Manager which are represented in the model are:
• the Application Models
• the Application Model Manager
• the User Monitor
• the Socket Monitor
• the Display Controller
Each application in the Mercator environment is represented by an Application Model which contains all the
information known about the application and its user interface. These models are used and manipulated by
the Application Model Manager, which gets information from the Socket and User Monitors, and directly
from client applications using the EditRes protocol queries.
The Socket Monitor listens in on all interactions between the X server and the client applications and supplies information to the Application Model Manager to keep the models current. The User Monitor handles
user input and actions from devices not supported by the X server, such as touchpads or speech recognition
systems. It passes its information to the Application Model Manager. The Display Controller is used to drive
output devices not supported by the X server, such as a speech synthesizer.
Using this model we have identified a number of questions which must be addressed, including:
• How can we tell when a new application is launched?
• How do we know when the app is ready to query with EditRes?
• What useful information is contained in the X server?
• What information is available from EditRes?
3

• What information is available from socket monitoring?
• How do we support a "refresh" operation on the audio environment?
• How are alarms and dialog boxes handled?
rn our implementation work we are addressing these questions with a variety of experiments and test programs.

5.0

SYSTE~t 1~1PLEMENTATION

EFFORTS

5.1 APPLICATION l\10DELING
The purpose of the Application Manager is to capture and translate the interaction with an application GLr
into a semantically equivalent interaction with a nonvisual interface. The Application Manager should ewntually be able to handle any X Windows application written with a specified toolkit. ~~tost of our effort to thi;;
point has focused on experimentation with intercepting communication between the X server and the client.
mainly because this presents a fairly complicated technical problem. We've successfully demonstrated running applications while monitoring their communication with the server and also building simple models of
the textual and layout information available from this data. We have projects underway to investigate the use
of the higher level EditRes information together with the socket monitoring information. We are trying to
use this information to build models of an interface created using the Motif widget set and then allow a user
to interact with it. The intent is to try and understand the limitations of the information that we are able to get
and to get feel for some of the timing constraints involved.

5.2 SPATIALIZED SOUND GENERATION
Under normal conditions, electronically reproduced sounds do not come from any particular direction. By
spatializing sounds, Mercator may give the user some sense of location for objects in the environment. This
allows the interface to overcome some of the limitations imposed by the "serial" nature of sound. Auditory
spatialization is to be performed with digital filters. These filters are normally very large and computationally expensive, and there was initially some concern as to whether or not real-time spatialization would be
possible at a reasonable cost. A number of methods have since been tested for lowering the cost of this computation, and it is now known that real-time spatialization is well within the performance range of many digital signal processing boards. The results of these experiments also suggest that the computational cost of
spatialization can further be reduced to meet the performance limits of many existing Unix workstations.

5.3 SPEECH SYNTHESIS
To satisfy our project's requirements for synthesized speech, we have been investigating two options in parallel. The first option is the use of off-the-shelf hardware for speech synthesis. The second is for softwarebased speech synthesis.
The use of off-the-shelf hardware is appealing because our user population is likely to already have access to
some form of speech synthesis hardware . Our efforts in this regard have focused on creating an application
programmer interface (API) to a speech synthesis unit we have in our lab, the DECtalk from Digital Equipment Corporation. The goals of the API include the ability to share a speech synthesizer among several
machines on a network, to support user-definable per-context vocabularies, and to support a wide array of
voice characteristics. The requirement of sharing implies that the mechanisms which control access to the
speech synthesis device support some form of access control and prioritization of requests .
We have developed a first-pass implementation of a DECtalk API which we are using for prototyping. This
implementation serves us well for our currently simple uses, but eventually we will need to implement the
more generally useful features described above.
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Our second strategy has been to find some way to support software-based speech synthesis. Soft\vare-b~ ~ cJ
speech synthesis has the advantage that no external hardware is required, and thus the total platr·orrn cost is
potentially lower than a platform configured with hardware-based speech synthesis. Our group does not
have the expertise to develop our own high-quality speech synthesis algorithms. but we have acquired two
externally-developed software-based systems. The first of these is a fairly low-quality ''free\1/are·· system.
The chief problems with it are that high quality phonemes are not available, and the text-to-phoneme algorithms are not very good. The second system we have acquired is a prototype of a text-to-speech system that
Sun \1icrosystems is productizing. This system has very high quality speech synthe sis (better than th ~ t of
the DECtalk in fact) , but is very CPU intensive. We are able to run this system on our SPARCstation 2 systems only ; the SPARCstation l is too slow to support it.

5.4 VOICE RECOGNITION
\Ve would also like to be able to support voice recognition as an input medium for Mercator. Current voi ce
recognition work is with the Carnegie-Melon Portable Speech Library (CMPSL). CMPSL is based on a
three-stage hidden Markov model trained with over 1,000 subjects, and is the basis for the SPHINX recognition system. Like most unlimited-vocabulary speech recognizers, CMPSL has a recognition rate of about
757c for multiple users. If trained on a single user, this rate goes up to about 9~ 7c . Programs have been written to allow C~1PSL to be used with standard audio formats.
There also is interest in studying limited-vocabulary recognizers with better recognition rates .

6.0 PRESENTATIONS
In addition to informal presentation given to people visiting Georgia Tech, this work has been discussed at
three major presentations. In July, this work was presented at the Annual Meeting of the National Federation
of the Blind. In October, this work was presented at Educom '91 which is a conference focused on computers and education. Also in October, this work was presented to researchers at Georgia Tech.

7.0 PROPOSALS
In order to leverage NASA's investment in this research, we have submitted a number of proposals for additional funding and equipment. These proposals are as follows:
Sun Microsystems Equipment Grant to Support Multimedia Research on UNIX Workstations $75,000
(equipment and software), Proposal submitted 7/31/91, funded at $45,000. This grant will help to furnish
equipment for a number of projects including this work.
National Institute on Disability and Rehabilitation Research (NIDRR) A Proposal for a Nonvisual Interface
to Unix Workstations and the X Windows Environment, $375,00 (over a 3 year period, still pending).
Digital Equipment Corporation Proposal currently in development for equipment and monetary support.
National Institute on Disability and Rehabilitation Research (NIDRR) Research Fellowship to Support Work
in Access to Graphical User Interfaces, $40,000, currently in development.

8.0 DESIGN REVIEWS
The six-month design review for this project was conducted on November 7, 1991 at the NASA Marshall
Space Flight Center. The review was divided into three sessions. During the first session, we reviewed Gerry
Higgins' current working environment. Because Higgins is a projected user of the Mercator environment, it
was important for us to understand his current computing environment and conunon tasks that he performs.
A presentation of this work to NASA personnel was given during the second session. A review of the Mercator design and implementation efforts as described in the Mercator project document occurred during the
third session. Five major issues were identified during these discussions.
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• How to explain the benefits of a GUI to someone \vho has not worked with a GL'I. AdditionJIIy. ho" to
explain the benefits of interface metaphors.
• A need for a specified implementation framework for the Mercator environment.
• A need for a interface framework which will allow for experimentation with interfJces sep<nJte from the
implementation of the Application Manager.

• The distinction of projected users who will only need access to their computing environments \·ersus
users who will need access to the visual infonnation on the screen was discussed. \1ercJtor \viii initiJlly
target the first group of users but will include a framework for later adding in methods for obtJining exact
visuJI information.
• A need for more research and experimentation with the use of tactile feedb::-tck.
There will be two more project reviews. At this time. Gerry Higgins plans to visit the group at Georgia Tech
in mid-February of 1992. The group will then present their final results at NASA at the end of April. 1992 .

9.0 PROJECTED PLANS
The mJjor focus of our work for the next five months will be the design and implementation of the ApplicJtion ManJger. Interf:1ce design issues will center around the translation of gr:1phic:1l interface objects into
Juditory interface objects. Tactile feedback and navigation techniques will be explored. Implementation
:1ctivities will focus on :1pplication modeling. Input :1nd output modalities such as sp<ltialized sound. voice
recognition :1nd speech synthesis will be refined and integrated. The final goal will be to demonstrate the targeted application set in the Mercator environment.
There are no m<1jor presentations scheduled except for the two remaining NASA reviews. We do plan to submit another proposal to NIDRR in April 1991 and will possibly be submitting proposals for funding to Sun
Microsystems and the National Science Foundation.
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1.0 PURPOSE

Provide transparent access to X Windows application for people who are blind .or severely
visually impaired. This goal requires that the interactive visual interface be transformed
into an interactive nonvisual interface. Software that performs this type of task is
typically called a screen reader. Much of the work in developing screen readers has been
fueled by federal legislation requiring access to electronic equipment. The proposed work
in the CDDF project was: to build a prototype screen reader for X Windows, and to create
an auditory computing environment, or Audio Room, which would be used in conjunction
with the X Windows screen reader.
2.0 BACKGROUND

With the introduction of graphical user interfaces, the difficulty of providing access to
visual interfaces increased dramatically. This increase was due to the use of bit-mapped
displays. The screen reader can no longer utilize the framebuffer to determine the
contents of the screen, but must somehow trap the drawing requests originating from the
graphical applications. Also, the use of graphical objects or icons as well as the use of the
mouse, make the job of transforming a graphical interface into another modality extremely
difficult. At this time access solutions for the Macintosh and Microsoft Windows are
available commercially. Only X Windows is still inaccessible, although, this project has
developed a screen reader for X Windows which only needs further commercialization
work to turn it into a commercial product.

Providing Access to Graphical User Interfaces:
The Mercator Project

August 29, 1995

3.0 APPROACH
Three major prototype systems were developed to investigate software architectures for
supporting transforming graphical interfaces into nonvisual interfaces. The final
prototype utilizes three extensions to X Windows to support screen reader access. Two of
these extensions were developed by this project.
The first extension, called the Xt-based protocol, provides asynchronous communication
betwe~n the X application and the screen reader. This protocol can be used to inform the
screen reader when objects such as windows are created, when they are modified, and
when they are deleted (or unmapped) such as a dialog box disappearing from the screen.
The second extension, called the Xlib hook, is used to trap all information that bypasses
the Xt hooks. This information is typically low-level information such as simple drawing
and text rendering requests. These two hooks used together provide sufficient information
to model a graphical application.
The last extension, called XTest, not developed by this project, is used to simulate mouse
input by a blind person using either keyboard or voice input. The information about the X
application is stored in an off-screen model. The data is stored according to the widget
hierarchy which was used to create the X application. This tree structure represents
parent-child relationships between the interface objects. Resources (or attributes) of the
interface objects are also stored. The screen reader (called Mercator) then provides
translation rules for the different types of interface objects. These rules specify how
different interface objects, such as a push button or menu, are represented and how they
respond to user input.
4.0 ACCOMPLISHMENTS

The accomplishments of this project have been two-fold. First, in order to provide
transparent access to X applications, a software framework (or environment) was
developed which can monitor (watch for changes in the state of application), model (build
a useful off-screen model of the application interface) and translate (provide "rules" for
translating the graphical interface into a nonvisual interface) X applications as well as
providing new ways to send user input to the application. Second, this project has
designed and informally evaluated a "hear-and-feel" methodology for transforming
graphical interfaces into nonvisual interfaces. This task is important because little is
known about effective ways to effectively represent graphical interfaces for blind
computer users.
In summary, this project has demonstrated the feasibility of providing access to X
Windows for blind computer users. At this time, the researchers at Tech are the only ones
world-wide to build such a system. Tech has acted as champion and designer of the
disability access hooks for X Windows. These hooks are now part of the general X
Windows distribution. They support the use of screen readers as well as other applications
which need to monitor and configure the execution of a graphical X applications.
Through publishing, demonstration and presentations, Tech has successfully introduced
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new interaction techniques for screen readers. These techniques, such as the use of
auditory icons and hierarchical navigation, provide an intuitive and efficient interface to
graphical applications for blind computer users. This project establishes Georgia Tech as
the primary researchers in this area. This recognition allowed them to begin working with
the newly formed DACX committee and the X Consortium on modification to X Windows
to support access for people with disabilities. The DACX (Disability Action Committee
on X) is a national, vendor-neutral committee which is helping design and implement
standard access solutions for people who want to use X Windows.

5.0 PLANNED FUTURE WORK
The final step in this work is to enhance the current Mercator research prototype to the
point of being a commercial software system. The goal is to develop a commercial screen
reader software system running on the Sun platform called Sonic X. Sonic X will provide
transparent access to X applications based on the Motif toolkit. Motif is the most common
toolkit for building X applications; over 90 percent of X applications are built using Motif.
Sonic X will allow transparent access of "off-the-shelf' Motif applications by blind users;
no modifications to the applications will be necessary to allow access.
Specific tasks include:
• Modifying Mercator to support Motif applications, including the Unix standard CDE
environment on Sun SPARCstations.
• Porting Mercator to the DEC Alpha platform.
• Expanding the i/o facilities to support voice input, braille output as well as different
speech synthesis systems.
• Developing RAP (Remote Access Protocol) to support the use of the X11R6 standard
"disability access hooks" by external agents such as screen readers. This effort will be
p~rformed in conjunction with the X Consortium.

6.0 PUBLICATIONS AND PATENT APPLICATIONS
Mynatt, E.D. and Edwards, W.K. "Metaphors for Nonvisual Computing," in
Extraordinary Human-Computer Interaction, (ed.) Edwards, A.D.N., University of York,
Cambridge University Press, 1995.
Mynatt, E.D. "Transforming Graphical Interfaces into Auditory Interfaces," Doctoral
Consortium, in the 1995 ACM Conference on Human Factors in Computing Systems
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PROTOTYPE SYSTEM MAKES UNIX
GRAPHICAL INTERFACE ACCESSIBLE TO
VISUALLY-IMPAIRED & BLIND USERS
For most computer
users, graphical user interfaces
(GUis) make software programs
easier to operate. But for blind
or visually-impaired computer
operators, the icons, buttons,
and other graphical elements
create barriers that make the
popular programs difficult or
even impossible to use.
A
new
auditory
interface system developed at
the Georgia Institute of
Technology could solve that
problem for the most widelyused UNIX graphical interface.
The new system, known as
"Mercator," substitutes sounds
for the visual cues that help
sighted users navigate through
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Members of the development team responsible for Mercator discuss
planned improvements in the package. (Color/B&W Available)

such interface systems, said
Elizabeth Mynatt, a research
scientist in Georgia Tech's
College of Computing.
The goal of the
Mercator project is to allow
sighted and blind computer
users to work side-by-side on
UNIX workstations using the
same applications software.
The issue is important, she
notes,
because
jobs
in
programmmg
or
other
computer-related tasks have
attracted
many
disabled
workers . These jobs could be

threatened if disabled workers
can't use new graphicallyoriented software adopted by
their employers.
Mercator operates on
UNIX -based systems with
applications software using the
X Windows interface. Because
it works with the underlying
windowing system, Mercator
gives
all
X
Windows
applications the same "hear and
feel," helping users more easily
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Reducing Risk in Organ Transplants
.

ne of the biggest risks an
O,!$an t~ansplant patient
faces is that the body's
immune system will treat the
, new organ as an intruder. If the
r. immune system musters an ar, · my of proteins to attack the
;,- perceived invader, the trans~. plant could be rejected.
A variety of drugs are used to
block such reactions. They suppress the immune system's
function, but this approach can
lead to infections, and the drugs
are notal ways successful.
Anthony Hunt, a professor of
•. pharmacy and _pharmaceutical
-' .'chemistry at UC San Francisco,
~ . believes · he has found a better .
._. way to deal with the problem: a
/, drug designed to keep cells
.:.. , ..,._.~,-;:: "'v.:~ ~- · ·. "r:: from making the undesirable proteins.
· : In a donated organ, the proteins most likely to be
J·.attacked are called major histocompatibility com. plex ( MHC) proteins. The new drug, known as a
., "gene-regulating decoy," would keep the transplanted organ from displaying these telltale proteins on its cell surfaces and thus allow the
"invader" to slip in under the body' s defenses.
J1
Bathing the donor organ with the new drug
before it is implanted would elimin ate all but a few
of the proteins that would alert th e immune system
•· and trigger attack. So far, the decoy strategy has
worked well in preventing MH C proteins from

~(

being made in cells grown in
laboratory culture dishes.

0

An Auditory User
Interface: Renaissance

geographer Gerardus Mercator
gave the world the Mercator
map projection and a way for
seamen to navigate. Now a
·20th-Century "Mercator" is
helping the blind and visually
impaired navigate the icons and
graphics of computer screens.
Mercator is the name of an
auditory interface system for
Unix workstations, developed
at· the Georgia · Institute . of .
Technology with support from .
NASA's Marshall Space Flight
Center and Sun Microsystems.
.For the· sighted, graphic8~based user interfac~s
are much easier to use than the old text-based,
command-driven interfaces. Not so for those with
impaired vision. To follow what the computer is
doing, most of them currently rely on "screen
reader" speech synthesizers that read them the
mmand field.
graphics user interfaces, this information flow
:~ includes a lot of image data that tells the screen
~, how to display graphics-and it can't be under[( stood by the screen reader. The Georgia Tech
,~r. researchers have found a way to intercept data so
r: that, as the user navigates the screen, certain
:·l sounds tell him what is going on.
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By John Toon

COMPUTERS FOR THE BLIND
or most n>ntputcr users, gr<tphicalusc.·r int<.TI;Il't'S (CUI) make
softwart· progr;uus easier LO
OJX'l~lle. But fi>r blitl<l or \~sual
ly-impairt·rl romput~.:r opt•t-;ttors, the
irons, hullons and otllt·r gt-;tpltiral
clt·nwliL'i neat<' barriet-s tJ tal make
the popular progt-;mts dillintlt or
l'H'\1 imp<>.,'>iblt• to liS<.'.
r\ tli'W auditory i11tnE11·t· systt'lll
dcwlop<.·d at the t:n>rgia l11stillHc

F

sol'tware using the X Windows inlerl'ace. lkcausc it works wiLh the
underlying windowing system,
MerC<lLOr gives all X Windows applicat..ions the same "hear and feel,"
lwlping users more easily move
front o11e software package to
another.
'
Most blind ~utd visually impaired
comptltcr tiS<'rs rely on "screen
rcadn" speech synthesis devices to

use that information to generate
"auditory icons," sounds which represent menu buttons, scroll bars
and other graphical elements.
When the user navigates to different parts of the user interface,
sounds tell the user what they can
do. A text area sounds like a typewriter, while a toggle button sounds
like a pull-chain switch. The sounds
also change based on characteristics of the interface objects.
Changes in pitch of a · tapping
sound indicate the location of a
menu option in a menu bar.
"If a person is moving through
this graphical interface, a menu
button will sound different from a
command butlon and the scroll
bar," Mynatt no~ed. "T~e sounds
cue in very quickly to what the
objects are, just like the graphical
user interfaces. This works because
. most blind people are sensitive to
slight changes in sounds."
Mercator goes beyond simply rcpre~cnting what the graphical interface would display. Instead, iL'i programmers atlempled to create an
auditory interface that would give
visually impaired users a productivity boost
"111is allows us to provide a navigation scheme Lhal makes scll!lt! lo
the us<.:r aud docs not always force
Lhcru Lo nwkc a mental model of'
whal might be visually presented on
the screen," Mynatt explained. ·
Gaining a productivity increase
would be especially important for
blind programmers, who can't afford
to f~\11 behind sighted colleagues
when new. ~ftw.u·c is introduced.
Because' · ..ilie~"1JNIX, . opcr~\.in~
system is widely · used
rim
workst<\tions in colleges and governmenl agencies, Mercalor will
primarily benefit users in those
environments.
Efforts to make computers with
graphical user interfaces accessible
to the blind have gained urgency
thanks to the Americans with
Disabilities Act (ADA) and the
1973 Rehabilitation Act. The law
requires proof that computer
equipment being sold to the U.S.
government is accessible to the
blind- l,lS well as to persons with
other disabilities, Mynatt noted.
Mynatt and the other researchers
arc allempting to commerciC\lizc the Mercator sysLem Lo make
it widely available l'or UNlX
worksL.alions. They arc also
exploring future enhancements,
including tactile feedback devices
to supplement the auditory
information. J'll

to

of Technoloh')' could solve that
problem for the nwst wickly useci
UNIX gr~tphical intl'rEtn•. The new
intt·rf'an:
syst<.'ttt,
known
as
"t\tncator," substitutt·s SOIIltcls !'or
tht· \'isual cues that h<.:lp sighttd
usns ttavigatc lhrougll .'>liCit sys·
tems, saici Elizabtth Mynall, a
research scicmist in Georgia Tech's
College of Computing.
The goal of the Mercator pr~ject
is to ;dlow sighted and blinci computer ust:rs to work sick-by-side on
UNIX workstations using tilt saute
applications sof'tw;m·. Tlw issue is
intportant, slw tH>t<.'S, bt·cuts<.: jobs
in progt~lltllllillg or other cotliiHitcrrcbtcd ~tsk.s havl' attrartcd t11a11y
disahleci workers. These jobs
could he thrl'atcnccl il' disabled
workers can't usc new graphically
orit•n tcci software acloptccl by their
employers.
~krcator operates on UNIXI>aM·d systems with applications

obtain information about what the
computer is doing. In the "command line" so!'tw•trc now being
replaced by gr-aphiccd interfaces,
the operator ;tnd computer
exchange simple text messages,
allowirtg the screen reader lO int~.:r
cept information flowing back and
forth.
13ut in gr<lphical user int~.:1·faces,
the infornwt..ion f1ow includes large
amounl'i of image data that tells the
screen how to display graphics. This
"pixel informat..ion" can't be understood by the screen reader.
To learn what tilt· computer a11d
usn arc trying to tell 0111.: another,
My11att, Keith Edwards, Susan
Li~.:bcskiml, Kat.hryn Stockton and
Ian Smith in Georgia Tech's
Graphics,
Visualization
and
Usability (GVU) Center found they
could intercept information· from
two separate places in the XWindows system. Th~.:y could then
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System Enables Blind People
to Use Point-and-Click Software
D

To do this, researchers have reESEARCHERS at the Georgia Inn-stitute of Technology have de- tained the text windows, scroll i
veloped a system that enables visu- bars, pull-down menus, and other '
ally impaired· people to use point- features common to graphical user
and-click computer software.
interfaces.
The rapid .growth of so-called
.. graphical user interfaces" that al- USING AUDITORY cUES ··low people to click on little pictures
Rather thari displaying -the ·feaon their screens to open docu- tures at various -·places· on · the
ments, send electronic mail, and do screen, Mercator lists ·them in a
other things has created problems ·_ menu that the blind cart navigate by
for the visually impaired. Many ; using the up and ~own arrows on
had been 'comfortable with text- their keyboatds~·_:---:'f,.. -:~ ·.!.M ;. : ·
oriented comput:e rs that could be · · Each- featUre"can 'be"re'fogn}zed
Used - ~itfidevlce·s- -thai ··ie-ad'' the '- ~Y an 'audito..Y'cli~::Tiie:,rext -Win·coinmand~~hich .3.r:e issued in J·-dow,_' for •:e~ple~/'~es 'the
text fo~_oud to them. ·
sound ofa' tY,peWrit~~w}lerf)lc~yat
.~ The·-.. Mercator'_' · ~ystem being ' .ed by i{user.::gacb soun~. i_s~ aceomdeveloped-at Georgia Tech makes panied by a spoken description of
it possible for the blind to use the what the function does: -. ~,:
'·
various ic9ns on the screen. The
.. What we're trying.jo do is
system can be used with software come up with a simplified ·hierarthat uses the X Windows operating chy for understanding-_ how those
system, which is most popular in elements . are ·.related .to eacl-i :oth- '
scientific fields.
er," says Mr~ Mynatt~ ,
·.
Elizabeth D. Mynatt, a research
The research is timely_, she
scientist and doctoral candidate in notes, because many colleges and
computer science. heads the re- businesses are changing their corri1 search project. She says one of her
puter syste~s from centrally con! goals is to make the software for
trolled mainframes with command: the blind as similar to the original oriented systems to ·independent
programs as possible so that sight- workstations that use the graphical
ed and blind people can work side user interfaces.
-THOMAS J. OELOUGHRY
by side.
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Georgia Tech designs "auditor~ GOI" for visually impaired
f0r lll0St C<'lllpllter liS~fS, graphicaiUSl'r
programs
easier to operate. But for blind or ,·isuallyimpaired computer operators. th~ icons.
buuons. and other grarhical elements create bnrriers that make the popular progwms difficult or even impossitlle to use.
A new auditory interface system develloped at the Georgia Institute ofT
ogy could . o ·ve th<~t problem for the most
Wiaely-used Unix graphical interface. The
new system. known as "Mercator:· sutlstitutes sounds for the visual cues that help
sighted users navigate through such interface systems.
.
The goal of the Mercator project. devel~' oped at Georgia Tech's College of Computing. is to allow sighted and blind computer users to work side-by-side on Unix
workstations using the same applications
software. The issue is important. because
jobs in progr<Jmming or other computerrelated tasks have attracted many disabled
workers. These jobs could be threatened if
disabled workers can't use new graphically-orieiHed software adopted by their
employers.
inh:rf<ic~,.·s <.Q_~Is) mak~..· snhwar\!

Mcrcatnr"s dcn·lnpment team lwpcs to liMercator opcrah:s on Unix-based sysl'ense it to a third-p<~rty solhvarc Ctlmpany.
tems with applicatillll~ softwme using the
Most l'llind and visually-impaired comX Windows interface~ Because it works
with the underlying windowing system. - puter users rely on "screen rcudcr .. speech
synthesis devices to ohwin infMmatilln
Mercator gives all Xi Windows applica<tbout wlmt the computer is doing. In the
tions the s<~me "hem and feel."' helping
"commam.l line" software now h~ing r~..·
users more easily move from one softwme
placed by graphicul inrerf•1ces. the llperator
package tll another.
and computer exchange simple text ml.'sDeveloped with support from NASA's.
SHges. allowing the screen remler tn interMarshall Space Flight Center 'md Sun
cept inform<llion !lowing back and forth.
Microsystems. Mercator could tlecome the
But in graphical user interfaces. the infirst <~uditory interface available for visuform:.Jtion now includes large .amounts of
ally-impaired and tllin~ Unix users. Audiimage d:.1ta that tells the screen how 10
tory interface product~ have already been
display gr.tphics. This ··pixel infornwti0n··
announced for Maciniosh computers. the
can·t he understood by the screen reader.
.;,::
Microsoft Windowssyrtemand IBM'sOS/
When the user navigutcs · to different· .·: ~..:~~t:
2 operating system. 1
parts of the interf<tce. sounds tell the user
.
To help translate Mercator's research
what he or she C<tn do. A text <~re:.J sounds
prototype into a commercial product.
Mynau recently won a Faculty Commerlike a typt!writer. while a toggle button
cialization Grant from Georgia Tech ·s
sounds like a pull-chain switch. The s0unds
Advanced Technology Development Cenalso chang~ based on ch<~racteristics of the
interface objects. Changes in pitch or a
ter (ATDC). The gmn~ will help transition
Mercator to work wi'th Motif. the most
wpring sound indicate the loc:.~tinn 0f a
popular version of the X Windows intermenu option in a menu l'lur.
face. and support the development of comfor more information. c:.rll ~CI-l-~9-lmercial-gr;,tk documentation. Ultimately.
o9R~.
J)
1

TECH TEAM CREATES SOFTWARE.
A group of scientists at Georgia Tech
has developed a software menu system
that could help blind computer users
navigate work stations equipped with
popular graphical user interfaces such 1
as Windows.
/
Graphical user interfaces let the
computer user point and click on pic-~
tures and icons, rather than typing in
text codes. But for the visually
'ilnpaire~ the screens that emphasize I
pictures and graphics create a big
J
problem.
·
Most blind and visually impaired
computer users rely on "screen reader"
speech synthesis devices to gain information about what the computer is
doing. In the "command line" software, which uses text messages, the
screen reader intercepts messages and
audibly tells the user what's going on.
However, with graphical interfaces,
the large quantity of image data that is
used cannot be understood by the
screen reader.
To surmount that problem, a group
of Tech researchers have figured a way
to generate what they call "auditory
icons," or sounds that represent menu
buttons, scroll bars and other graphical
elements.
The Tech group's interface is called
"Mercator." The developers hope to
commercialize it by licensing the technology to a software company, according to Tech.
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Helping the blind
Windows and the Apple
Macintosh have made computing easier for most folks.
But the feature that makes
these systems easier for most
people - tiny pictures on the
screen called icons - makes
tl,tem useless for blind users.
To run the program, you just
use the mouse to point at a picture and click.
In the past, a touch typist
could start a program simply by
typing in a command. Good typing skills and add-on devices
called screen readers that converted words on the screen in to
computer synthesized words let
blind people work with most
computers.
But, up to now, programs
that rely on graphics for control
have been a nightmare for the
blind.

That's a problem that Geor·
;gia.Tectfrt!searchers.are addressing with a new system·
! called Mercator that substi1tutes sounds forthe\risual clues
i:used by the sigft~:~

,: :. .It was orig:inaJ.ly_developed

Jor computers·ruDjdng Unix
1•and .itS graphiCal ·.x ·:Windows

. system. H()wever, the research
teani -i s converting Mercator to
work with Macintosh computers and IBM-compatibles running Windows.

i.'

The product - developed
with support from NASA isn't on the commercial market
yet. But Elizabeth Mynatt, a research scientist at Tech in1
volved in the project, hopes to ·
license the technology to a software company.

ROARING TWENTIES
RICHARD GINCEL
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Eliza-

beth Mynatt is a
doctoral

candidate
at Georgia
Tech.

Scientist designs sound cues

to aid blind computer users
esearch scientist
Elizabeth Mynatt knows
that maneuvering on the
information highway can be
frustrating. But for the visually
impaired, the road is littered
with even more barriers.
"The graphics that make
using a computer easier for
most people are useless to
someone wh o is blind," said
Mynatt , 28. a doctoral
candidate at Georgia Tech .
Over the past five years, she
has headed a team of five
researchers to create a
software system that
substitutes sound cues for
graphic icons- the tiny, onscreen pictures that guide a
user through the maze of
applications .
They developed a software
system called Mercator for
UNIX-based computers , which
are widely use d in colleges and
government agencies. With
Mercator, the cues are heard,
not seen. For example, the
sound of a typewriter tells a
ctyopmi_npgu.ter user when to start
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The work paid off last
month when the Department of
Defense agreed to fund further
development.
In rec en t months, Mynatt
has work ed on converting
Mercator to wor k with
Macintosh computers and ll3Mcompatibl ~s running Windows.
She hopes to se e the system
marketed unJer the moniker
Sonic X as early as August,
when she expects to earn her
doctorate.
In addition to job hunting
and maintaining her own home
page on the World Wide Web,
Mynatt is also focused on how
to improve portable computers.
"One day, I'd like to be able
to bring my computer to the
park" she says .
And leave her dogs, Bailey
and Ginger, at home?

talking about when it's nice out
and I have to work. I don't love
computers that much ."
Q: Why did you choose this
particular line of research 1
A: I'm not just interested in
the way computers work. I also
want to understand the human
'equation, the way people
interact with computers. I think
my work with auditory
interfaces puts me on the fringe
of what's being created right
now.
Q: What will the computer
of the future be like?
A: We won't think of it as
the computer of the future, and
it will be more than one . They'll
be everywhere: in the
television, in the walls, in the
electronic books we carry.
Q: In the walls? That
sounds scary. Are computers
too powerful?
A: No.1 don't think they're
powerful enough . I think the
way people interact with
computers right now is very
rudimentary. I:m not
intimidated by the science
fiction notion that computers
will take over the world or
replace human beings.
Computers are not creative or
innovative. They do what
people tell them to do.
Q: How many computers
would you say contain
information about you?
A: It depends how you
count . What's amazing is the
way computers are linked. So
you may not have information
about me, but you could get 1t
. .. I'd say the number's
impossible to estimate.
Q: Where will computers go
where they aren't already?
A: Anywhere people are .
Eventually, I think they'll
become instruments that we
use to express ourselves. I see
them moving into the realm of
artists where they 'll be as
important as a paintbrush or

t~::-~-~~0 :~~~-~SiJ)S "~'~---~~~~a~

...

1n teract1ons
,.

'

..,-. ~.i~
' '\,~.--: . ·,.,.
I:.:·;C ~ -~
..

:.

..

Access ro Graphical
I mer EKes for
Blind Users

1.

·,

_.

Designing a CUI
for Busi 11ess
Telephone Users

_lohn Seely Grown

Elizabeth Mynatt, &

New Di recrion s 11 1
HCI EJucrcru11.
Research. and l)r JLr rct

Pamela Savage

John Rheinfrank

Kathryn Stockton

Gary Strong

A C(ln\·c r·s;Hion wirh

W. Keith Edwards,

"... the real limits ofscientific as well as economic growth may well be
humankind's limited ability to absorb and to apply new information. "
-Strong, et al., 1994
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he crisis was imminent. Graphical user interfaces were quickly adopted by the sighted
community as a more in.tuitive interface. Ironically, these interfaces were deemed more
accessible by the sighted population because they seemed approachable for novice computer users. The d4nger was tangible in the fonns oflost jobs, baniers to education,
and the simple frustration of being left behind as the computer industry charged ahead.
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Much has changed since that article was published. Commercial screen reader interfaces now
exist for two of the three main graphical environments. Some feel that the crisis has been
adverted, that the danger is now diminished. But
what about the opponunity? Have graphical user
interfaces improved the lives of blind computer
users? The simple answer is not very much.
This opportunity has not been realized
because current screen reader technology provides access to graphical screens, not graphical
interfaces. In this paper, we discuss the historical reasons for this mismatch as well as analyze
the contents of graphical user interfaces. Next,
we describe one possible way for a blind user to
interact with a graphical user interface, independent of its presentation on the screen. We
conclude by describing the components of a
software architecture which can capture and
model a graphical user interface for presentation to a blind computer user.
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Accessing Interfaces

The design of screen readers for graphical interfaces is centered around one goal: allowing a
blind user to work with a graphical application
in an efficient and intuitive manner. There are a
number of practical constraints which must be
addressed in the design. First, collaboration
between blind and sighted users must be supported. Blind users do not work in isolation and
therefore their interaction with the computer
must closely model the interaction which sighted users experience_ A second, and sometime
competing, goal is that the blind user's interaction be intuitive and efficient. Both social and
pragmatic pressures require that blind users not
be viewed as second class citizens based on their
effectiveness with computers.
The careful balance between these two goals
is often violated by screen readers which provide a blind user with a representation of the
computer interface which is too visually-based.
: ncerac[ions.
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Essentially these systems provide access to the
screen contents, not the application interface.
The distinction between these two terms will be
discussed at length later in this section. Suffice
to say that the application interface is a collection of objects which are related to each other
in different ways, and which allow a variety of
operations to be performed by the user. The
screen contents are merely a snapshot -of the
presentation of that interface which has been
optimized for a visual, two dimensional display.
Providing access to a graphical interface in
terms of its screen contents forces the blind user
to first understand how the interface has been
visually displayed, and then translate that
understanding into a mental model of the actual interface.
In this section, we will briefly describe
graphical user interfaces, focusing on their
potential benefits for sighted and nonsighted
users. Next we will examine three historical reasons why screen reader technology has not .
adapted sufficiently to the challenge of providing access to graphical user interfaces. We wilL
complete our argument by exploring the levels
of abstraction which make up a graphical user
interface.
The Power of GUis
For much of their history, computers have been
capable of presenting only textual and n
data to users. Users reciprocated by specifying
commands and data to co~puters in the form
of text and numbers, which were usually
into a keyboard. This method of t'ntter:acnot
with computers was only adequate at best.
More recently, advances in computer
and display screen technology ·have bro
about a revolution in methods of human
purer interaction for a large portion of rhe
population. The advent of so-called Gra
User Interfaces (or GUis) has been usually
received. In this section we examine some of
, , january
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defining characteristics of G Uls, and explore
some of the traits char make them useful to the
sighted population. This examination will
motivate our design of a powerful interface for
users with visual impairments.
As implemented today, most GUis have several characteristics in common:
• The screen is divided inro (possibly overlapping) regions called windows. These windows group related informacion together.
• An on-screen cursor is used to select and
manipulate items on the display. This
on-screen cursor is controlled by a physical pointing device, usually a mouse.
• Small pictographs, called icons, represent
objects in the user's environment which
may be manipulated by the user. A snapshot of a typical graphical user interface is
shown in Figure 1.

system is often called a direct manipulation
interface, since to effect.changes in rhe computer's state, the user manipulates the on-screen
objects to achieve the desired result. Contrast
this design to textual interfaces in which there
are often arbitrary mappings between commands, command syntax, and actual results.
Direct manipulation interfaces are usually intuitive and easy to learn because they provide
abstractions which are easy for users to understand. For example, in a direct manipulation
system, users may copy a file by dragging an
icon which "looks" like a file to it's destination
"folder." Contrast this approach to a textual
interface in which one may accomplish the
same task via a command line such as "cp
mydoc.rex .-keith/rex/docs." Of course, the syntax for the command line interface may vary
widely from system to system.
In addition to direct manipulation, GUis
provide several other important benefits:

GUis are quire powerful for sighted users for
a number of reasons. Perhaps, most importantly, there is a direct correlation between the
objects and actions which the GUI supports
and the user's mental model of what is actually
raking place in the computer system. Such a

• They allow the user to see and work with
different pieces of information at one
rime. Since windows group related information, it is easy for users ro lay our their
workspaces in a way chat provides good
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access to all needed information.
• An interface to multitasking is easily supponed on most GUI-based systems. Each
window provides a separate inpudoutput
point of control for each process which is
running in the system. Processes continue
running and users attend to the windows
they choose.
• The graphical images used in GUis lend
themselves to the easy implementation of
interface metaphors. The graphics support
the metaphor by providing a natural
mapping between metaphor and onscreen representation of the metaphor.
It is important to note that the power of
graphical user interfaces lies not in their visual
presentation, but in their ability to provide
symbolic representations of objectS which the
user can manipulate in interesting ways.
Historical Reasons for Screen-Based Access
There are three major trends which help explain
screen-based designs for accessing graphical
interfaces. First, at one point in time, the screen
contents closely equaled the application interface. The precursor to graphical interfaces were
ASCII-based command-line interfaces. These
interfaces presented output to the user one row
at a time. Input to the interface was transmitted
solely through the keyboard, again in a line-byline manner. Screen reader systems for command line interfaces simply presented the
contents of the screen in the same line by line
manner, displaying the output via speech or
braille. Input to the interface was the same for
sighted and nonsighted users. In this scheme,
both sighted and nonsighted users worked with
the same interface -only the presentation of the
interface varied. The.se strategies were sufficient
as long as visual in[erfaces were constrained to
80 columns and 24 rows. However, the advent
of the graphical user interface has made these
strategies obsolete.
Second, reliance on translating the screen
contents is caused, in part, by distrust of screen
reader interfaces and concern about blind users .
not being able to use the same tools as sighted
users. The general sentiment is that "I want to
know what is on the screen because that is what
my sighted colleague is working with." As con-

cepts in graphical user interfaces became industry buzzwords, it was not uncommon to hear
that blind users required screen readers that
allowed them to use the mouse, drag and drop
icons, and shuffle through overlapping windows. Although a popular· notion in humancomputer interface design is that the user is
always right, it is interesting to compare these
requirements with the requirements of sighted
users who want auditory access to their computer. Current work in telephone-bas.ed interaction
with computers allows a user to work with their
desktop applications over the phone [10]. These
interfaces perform many of the same functions
that screen readers do - they allow the user to
work with an auditory presentation of a graphical interface. Yet these system do not translate
the contents of a graphical screen. Instead they
provide an auditory interface to the same concepts conveyed in the graphical interfaces.
Third, limitations in software technology
have driven the use of screen-based access systems. The typical scenario to providing access
co a graphical application is that while the
unmodified graphical application is running,
an external program (or screen reader) collects
information about the graphical interface by
monitoring drawing requests sent to the screen.
Typically these drawing requests contain only
low-levd information about the contents of the
graphical interface. This information is generally limited to the visual presentation of the inter..
face and does not represent the objects which
are responsible for creating the interface and
initiating the drawing requests.

Modeling Application Interfaces
At one level, an application interface can be
thought of as a collection of lines, dots, and text
on a computer screen. This level is the lexical
interpretation of an interface: the underlying
primitive tokens from which more meaningful
constructs are assembled.
At a higher level, we can group these primitives into constructS such as buttons, text entry
fields, scrollbars, and so forth. This level is the
syntactic level of the interface. Lexical constructS (lines, text, dots) are combined into
symbols which carry with them some meaning.
While a line in itself may convey no information, a group of lines combined to form a push
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button conveys the information, "I am pushable. If you push me some action will occur."
There is a still higher level though. At the
highest level, we can describe an interface in
terms of the operations it allows us to perform
in an application. We might describe an interface in terms of the affordances [3] of the onscreen objects. For example, buttons simply
provide a means to execute some command in
the application; menus provide a list of possible
commands, grouped together along some organizing construct; radio buttons provide a means
to select from a group of settings which control
some aspect of the application's behavior. It is

application allows us to perform.
By divorcing ourselves from the low-level
graphical presentation of the interface, we no
longer constrain ourselves to presenting the
individual graphical dements of the interface.
By separating ourselves from the notion of
graphical buttons and graphical scrollbars, we
do away with interface objects which are merely artifacts of the graphical medium.
Does it make sense to translate application
interfaces at the semantic levd? lines and dots on
a screen, and even buttons and scrollbars on a
screen, are simply one manifestation of the application's abstract interface. By translating the inter-

... the most important characteristics ofan
application's interface are the set ofactions the interface
allows us to take, rather than how those actions
are actually presented to the user on screen.
the operators which the on-screen objects allow face at the semantic levd, we are free to choose
us to perform, not the objects themselves, presentations of application semantics which
which are important. This level is the semantic make the most sense in a nonvisual presentation.
interpretation of the interface. At this level, we
Certainly we could build a system which conare dealing with what the syntactic constructs veyed every single low-level lexical detail: "There
actually represent in a given context: these is a line on the screen with endpoints and ." The
objects imply that the application will allow the utility of such an approach . is questionable,
user to take some action.
although some commercial screen readers do
Seen from this standpoint, the most impor- construct interfaces in a similar manner.
tant characteristics of an application's interface
AJrernatively, we could apply some heuristics
are the set of actions the interface allows us to ro se-arch out the syntactic constructs on the
take, rather than how those actions are acrually screen: "There is a push button on the screen at
presented to the user on screen. Certainly we locmon ." Certainly this method is better
can imagine a _number of different ways to cap- approach than conveying lexical information,
ture the notion of "execute a command" rather alrhough it is not ideal. Screen readers which
than a simple push button metaphor represent- use rhis method are taking the syntactic coned graphically on a screen. In linguistic terms, structs of a graphical interface (themselves prothe same semantic construct can be represented duced from the internal, abstract semantics of
in a number of different syntactic ways.
the acrions the application affords), and mapThis concept is the central notion behind ping them directly into a nonvisual modality.
providing access to graphical interfaces: rather Along with useful information comes much
than working with an application interface at baggage that may not even make sense in a nonthe level of dots and lines, or even at the higher visual presentation (occluded windows, scrolllevel of buttons and scrollbars, our goal is to . bars, and so forth, ·which are artifacts of the
work with the abstract operations which the visual presentation). Certainly interacting with
interactions

such an interface is not as efficient as interacting directly with a prc:Sencacion explicitly
designed for the nonvisual medium.
We believe that transforming the application
interface at the semantic level is the best
approach for creating usable and efficient nonvisual interfaces. We can take the operations
allowed b) the application and present them
directly in a non-visual form.
The question at this point is: are sighted and
blind users working (and thinking) in terms of
the same constructs? It is clear that they are if
we translate the interface at the syntactic level.
We argue that by constraining our semantic
translation so that we
Motif
Athena
produce "similar"
objects
in our non-visuXt lntrinsics
al presentation that the
native application proXlib
duces in its default
X Protocol
graphical presentation,
we maintain the user's
model of the application interface. By giving
things the same names (buttons, menus, win. Figure 2
Laym in a typical
dows), sighted and non-sighted users will have
the same lexicon of terminology for referring to
X Window systnn
application
interface constructs.

...

Nonvisual Interaction With Graphical Interfaces

This section presents a sec of implications for
designers of nonvisual interfaces driven by our
philosophy of translation at the semantic level.
This discussion is presented in the context of
the design of a particular nonvisual interface co
provide access to graphical applications.
Auditory and Tactile Output of Symbolic
Information
The first seep in transforming a semantic modd
of a graphical interface into a nonvisual interface is co convey information about the individual objects which make up the interface. It is
necessary to convey the type of the object (e.g.
menu, push button), its attributes (e.g. highlighted, greyed out, size), and the operations it
supports. Since che presentation of the objects
is independent of its behavior, auditory and tactile output can be used as separate or complementary avenues for conveying information to

the users. Our design focuses exclusively on the
we of auditory output as a common denominator for North American users. Braille users
will require additional, redundant braille output for textual information in the interface.
The objects in an application interface can be
conveyed through the we of s~ and nonspeech audio. Nonspeech audio, in the form of
auditory icons [3] and filters [4], convey the type
of an object and irs attributes. For example, a
text-entry field is represented by the sound of an
old-fashioned typewriter, while a text field which
is not editable (such as a error message bar) is represented by the sound of a printer. Likewise a toggle button is represented by the sound of a
chain-pull light switch while a low pass (muffling) filter applied to that auditory icon Can convey that the button is unavailable; chat is, grayed
out in the graphical inter&ce. The auditory icons
can also be modified co convey aspects of the
incer£acc which are presented spatially in the
graphical incer&ce such as the size of a menu or
lise. For example, all menus can be presented as a
sec of buttons which are evenly distributed along
a set pitch range (such as 5 octaves on a piano).
As the user moves from one menu button to
another, the change in pitch will convey the relative size and current location in the menu. Finally,
the labels on buttons, and any ocher cexrual informacion, can be read by the spttch synthesizer.
In most screen reading systems, the screen
reader will not have adequate access to the
semantics of the application. To offset chis
problem, the screen reader must incorporate
sematic informacion in the way that is models,
and eventually presents, the graphical interface.
The important concept is that symbolic informacion in the interface should be conveyed
through symbolic representations which are
intuitive for the wer. By layering informacion
in auditory cues, blind users interact with interface objects in the same way that sighted users
interact with graphical objects.
Spatial versw Hierarchical Modeling of
Object Rdationships
The next step is to model the relationships
between the objects which mak~ up the application interface. Two principal types of relationships need co be conveyed to the users.
First, parent-child relationships are common in
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graphical interfaces. An object is a child of
another object if that object is contained by the
parent object, such as menu buttons which
make up a menu, or a collection of objects
which form the contents of a dialog box. In
graphical interfaces these relationships are often
conveyed by the spatial presentation of the
graphical objects. Second, cause-effect relationships represent the dynamic portions of the
graphical interface. For example, pushing a button makes a di~og box appear.
These relationships form the basis for navigating the application interface. Both of these relationships can be modeled with hierarchical
structures. Parent-child relationships form the
basis for the hierarchy, and cause and effect reladonships are modeled by how they modify the
parent-child object structure. Navigation is simply the act of moving from one object to another
where the act of navigating the interface reinforces the mental model of the interface structure.
In short, information about the graphical
interface is modeled in a tree-structure which
represents the graphical objects in the interface
(push buttons, menus, large text areas etc.) and
the hierarchical relationships between those
objects. The blind user's interaction is based on
this hierarchical model. Therefore blind and
sighted users share the same mental model of
the application interface (interfaces are made
up of objects which can be manipulated to perform actions-) without contaminating the
model with artifacts of the visual presentation
such as occluded or iconified windows and

Mercator components
Network communications
Inter-object communication

other space saving techniques used by graphical
interfaces. In general, the blind user is allowed
to interact with the graphical interface independent of its spatial presentation.
At the simplest level, users navigate the
interface by changing their position in the
interface tree structure via keyboard input.
Each movement (right, left, up or down arrow
keys) positions the user at the corresponding
object in the tree structure or informs the user,
through an auditory cue, that there are no
objects in the requested location. Additional
keyboard commands allow the user to jump to
different points in the tree structure. Likewise
keyboard shortcuts native to the application as
well as user-defined macros can be used to
speed movement through the interface.
The hierarchical navigation model is extended to work in a multi-application environment.
Essentially the user's desktop is a collection of
tree structures. Users can quickly jump between
applications while the system stores the focus
for each application context. The user's current
focus can also be used to control the presentation of changes to the application state. For
example, a message window in an application
interface may (minimally) use the following
modes of operation:
• Always present new information via an
auditory cue and synthesized speech.
• Signal new inforrpation via an auditory cue.
• Do not signal the presentation of new
information.
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These modes of operation can be combined
in various ways depending on whether the
application is the current focus. For example,
an object can use one mode (always present via
speech and/or nonspeech) when the application
is the current focus and use another mode (signal via an auditory cue) when the application is
not the current focus. Cues from applications
which are not the current focus are preceded by
a cue (speech or nonspeech) which identifies
the sending applications.
Input Semantics and Syntax
We must also make a distinction, not only
between the syntax: and semantics of application output, but also between the syntax: and
semantics of application input. In a graphical

Window System [8]. The system is currently in
irs third major revision [5].
X is the de facto standard windowing system
for Unix workstations. It is an open system controlled by the X Consortium, a vendor-neutral
standards body. Figure 2 shows rhe layers of
toolkits and libraries on which Xt-based applications are built. X is based on a diem-server
architecture, where X applications communicate with a display server via a network protocol. This protocol is the lowest layer of the X
hierarchy. Xlib and the Xr Imrinsics provide
two programming interfaces to the X protocol.
Xlib provides the concept of events and provides support for drawing graphics and text.
The Xt lntrinsics provide the concept of widgets (programmable interface o~jects) and pro-

At one extreme ofthe spectrum, it is possible to
construct a system which is completely exterJztz! to
both the application and the window system.
interface, the semantic notion of"selection" (for
example, activating a push button) may be
accomplished by the syntactic input of double
clicking the mouse on the on-screen push button. In the nonvisual medium we wish co preserve the input semantics {such as the notion of
sdecti<;>n) while providing new input syntax
which maps onto rhe semantics.
Our interfaces provide currently two input
modalities: keyboard input and speech recognition. In the keyboard domain, the sdection
semantic is mapped co a keypress (currently the
Enter key on the numeric keypad). Users who
wish to perform selection via voice commands
simply utter a keyword ("Select") which invokes
the select action. The underlying mechanisms in
the screen reader system rake the input actions
in the new modality and produce the syntactic
input required to control the application.
An Architecture For X Window Access

We now present a system which implements rhe
interface described above. This system, called
Mercator, is designed to provide access to the X

vide a basic set of widgets. Most X applications
are developed using libraries of widgets layered
on cop of the lntrinsic:S. Motif and Athena are
two common widget sets.
The nonvisual interfaces produced . by
Mercator require high-levd semantic information about the graphical interfaces of running
applications. The system must be able to capture
informacion from running (and unmodified)
applications, maintain this informacion in a
modd of the application interface, and then
transform the interface model to the new modality. Further, the system must be able co accept
user input in new modalities and transform this
input into the visually-oriented input expected
by applications (mouse clicks, for example).
We now present a design space of potential
solutions for information capture from running
applications. Next, we discuss a set of modifications co the Xlib and Xt libraries which we have
made and which have been accepted as a standard by the X Consortium. We describe how
we store informacion about the application
interface. Finally we describe how our system
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implemenrs input and output and maps from
the graphical world into the nonvisual one. .
A Spectrum of Solutions for Information

Capture
How do we gather semantic information from
running applications? How do we attain our
goal of translating application interfaces at the
semantic, rather than syntactic or lexical, level?
When we began our work we found that
there is a spectrum of possible design choices
for information capture. There are trade-offs
between ·a pplication transparency and the
semantic level of the information available to us
in this design space.
External Approaches.

At one extreme of the spectrum, it is possible to
construct a system which is completely external
to both the application and the window system.
This point in the design space is essentially the
approach taken by the initial version of
Mercator: an external agent interposed irself
between the client applications and the X
Window System server. This approach has the
advantage that it is completely transparent to
both the application and to the window system.
In the case of Mercator, the external agent
appeared to the client to be an X server; to the
"real" X server, Mercator appeared to be just
another client application. There was no way for
either to determine that they were being run in
anything other than an "ordinary" environment.
This approach, while providing complete
transparency, has a serious drawback however.
Since we are interposing ourselves between the
application and the window system, we can
only access the-information that would normally pass between these two entities. In the case of
our target platform, the X Window System, this
information is contained in the X Protocol
which is exchanged between applications and
the window server. While the X Protocol can

describe any on-screen object (such as a button
or a text area), it uses extremely low-level primitives to do so. Thus, while our system might
detect that a sequence of lines was drawn to the
screen, it was difficult to determine that these
lines represented a button or some other onscreen object.
While the level of information captured by a
system taking this approach depends on the
particular platform, in general this method will
provide only lexical information.
Our initial system did make use of another
protocol called &litres [7] that allowed us to
obtain some higher-level information about the
actual structure of application interfaces. Thus,
we could gain some information about interface
syntax with which to interpret the lexical infor. marion available to us via the X Protocol. From
our experiences, however, we determined that
the level of information present in the X
Protocol and &litres was insufficient to build a
reliable and robust screen reader system.
Internal Approaches.
At the other extreme on the information capture spectrum, we can modify the internals of
individual applications to produce non-visual
interfaces. In this approach, the highest possible
level of semantic information is available since
in essence the application writer is building two
complete interfaces (visual and non-visual) into
his or her application. Of course the downside
of this approach is that it is completely nontransparent: each application must be rewritten
to produce a non-visual interface.
Obviously this approach is interesting as a
reference point only. It is not practical for a
"real world" solution.
Hybrid Approaches.
There is a third possible solution to the information capture problem which lies near the
midpoint of the two alternatives discussed

At the other extreme on the information capture
spectrum, we can modify the

ofindividual

applications to produce non-visual interfaces.
interactions . . .
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above however. In this so!,ution, the underlying
interface libraries and toolkits with which
applications are written are modified to communicate information to an external agent
which can implement the non-visual interface.
This approach can potentially provide much
more semantic information than the purely
external approach: application programmers
describe the semantics of the application interface in terms of the constructs provided by
their interface toolkit. The interface toolkit
chen produces the actual on-screen syntax of
these constructs.
The benefit of this strategy is that we do gain
access to fairly high-level information. This
approach cannot provide the level of semantic
knowledge present in the purely internal strategy however, since the semantic level of information captured depends on the semantics
provided by the toolkit library (and toolkits
vary greatly in the semantic level of the constructs they provide). Still, for most platforms,
toolkit modifications will provide access to
enough useful informacion to accomplish a
semantic translation of the interface.
The drawback of chis approach is that, while
it is transparent to the application programmer
(that programmer just uses the interface toolkit
as usual, unaware of the fact that the toolkit is
providing informacion about the interface co
some external agent), there must be a way to
ensure that applications actually use the new
library. Requiring all applications to be relinked
against the new library is not feasible. Many
systems support dynamic libraries, but this is
not a practical solution for all platforms.
Rationale for Our Information Capture
Strategy
During our use o t- che first version of Mercator
it became clear {hJ.t the protocol-level information we were trnercepting was not sufficient
to build a robust htgh-level model of application interfaces. L'p umil this point we had not
seriously considered the hybrid approach of
modifying the underlying X toolkits because
of our stringent requirement for application
transparency.
From our experiences with the initial prototype, we began to study a set of modifications
to the Xt Intrinsics roolkit and the low-level
. nreraccions

Xlib library. These modifications could be used
to pass interface information off to a variety of
external agents, including not just agents to
produce non-visual interfaces, but also testers,
profi!ers, and dynamic application configuracion tools.
Originally our intention was to build a modified Xt library which could be relinked into
applications to provide access (either on a perapplication basis, or on a system-wide basis for
those platforms which support run-time linking). Through an exchange with the X
Consortium, however, it became clear that the
modifications we were ·proposing could be
widely used by a number of applications. As a
result, a somewhat modified version of our
"hooks" into Xt and Xlib have become a part of
the standard Xll R6 release of the X Window
System. A protocol, called RAP ·(Remote Access
Protocol} uses these hooks to communicate
changes in application state to the external
agent. Figure 3 shows the architecture of the
current system.
As a result of the adoption of our hooks by
the X Consortium, our concerns with the transparency of this approach have been resolved.
Essentially our hybrid approach has become an
external approach: it is now possible to write
non-visual interface agents which exist entirely
externally to both the application and the window server, and only use the mechanisms provided by the platform.
Interface Modeling

Once Mercator has captured information
about an application's interface, chis informacion must be stored so that it is available for
transformation co the nonvisual modality.
Application interfaces are modeled in a data
structure which maintains a tre.e for each client
application. The nodes in this tree represent
the individual widgets in the application.
Widgets nodes store the attributes (or
resources) associated with the widget (for
example, foreground color, text in a label, currently selected item from a list).
There are three storage classes in Mercator:
the Model Manager (whcih stores the state of
the user's desktop in its entirety), Client (which
scores the context associated with a single application), and XcObject (which stores the actribjanuary
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utes of an individual Xt widget). Each of these
storage classes is stored in a hashed-access, incore database for quick access. Each storage
class has methods defined on it to dispatch
events which arrive while the user's context is in
that object. Thus it is possible' to define bindings for events on a global. per-client, or rerobject basis.
Other components of Mercator can access
rhis data store at any time. A facility is provided to allow "conservative retrievals" from the
data store. A data value marked as conservative
indicates that an attempt to retrieve the value
should result in the generation of a RAP message to the application to retrieve the most
recent value as it is known to the application.
This facility provides a "fail safe" in case certain
widgets do not use the approved X Window
System APis to change their state.
Implementing Interfaces

The preceding sections of this paper described
our strategies for information capture and storage from running X applications. Capturing
and storing interface information is only a portion of rhe sol\ltion, however. A framework for
coordinating input and output, and for presenting a consistent, usable, and compelling
non-visual interface for applications is also
required.
This section describes how our system creates effective non-visual interfaces based on the
interface information captured using the techniques described above.
Rules for Translating Interfaces
We have designed our system to be as flexible as
possible so that we can easily experiment with
new non-visual interface paradigms. To this
end, Mercator contains an embedded interpreter which dynamically constructs the nonvisual interface as the graphical application
runs. The auditory presentation of an application's graphical interface is generated on-the-fly
by applying a set of transformation rules to the
stored model of the application interface as the
user interacts with the application.
These rules are expressed in an interpreted
language and are solely responsible for creating
the non-visual user interface. No interface
code is located in the core of Mercator itself.

This separation between the data capture and
I/0 mechanisms of the system from the interface rules makes it possible for us to easily tailor the system interface in response to user
testing. The presence of rules in an easilymodifiable, human-readable form also makes
customization of the system easy for users and
administrators.
Our interpreted rules language is based on
TCL (the Tool Command Language [6]), with
extensions specific to Mercator. TCL is a lightweight language complete with data types such
as lists and arrays, subroutines, and a variety of
control flow primitives; Mercator rules have
available to them all of the power of a generalpurpose programming language.
When Mercator is first started, a base set of
rules is loaded which provides some simple keybindings, and the basic navigation paradigm.
Each time a new application is started,
Mercator detects the presence of the application, retrieves its name, and loads an applications-specific rule file if it exists. This allows an
administrator or user to configure an interface
according to their desires.
Event/Action Model
After start-up time, rules are fired in response
to Mercator events. Mercator events represent either user input or a change in state of
the application (as represented by a change in
the interface model). Thus, we use a traditional event-processing structure, but extend
the notion of the event to represent not just
user-generated events, but also applicationgenerated events. Events are bound to
actions, which are interpreted procedures
which are fired automatically whenever a particular event type occurs. Action lists are
maintained at all levels of the storage hierarchy, so it is possible to change event-action
bindings globally, on a per-client basis, or a
per-widget basis.
As stated before, actions are fired due to
either user input or a change in the state of the
application. In the second case, we fire actions
at the point the data model is changed, which
ensures that the applications-generated actions
are uniformly fired whenever Mercator is aware
of the change. The call-out to actions occurs
automatically whenever the data store is updat-

interactions . . .
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ed. This technique is rem.iniscent of access-oriented programming syste~s, in which changeing a system variable automatically triggers the
execution of some code. [9].
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System Output
All output to the user is generated through the
interface fu.les. The "hard-coded" portions of
Mercator do not implement any interface. This
reliance on interpreted code to implement the
interface makes it easy to experiment with new
interface paradigms.
Interface rules generate output by invoking
methods on the varous output objects in the
system. Currently we support both speech and
non-speech auditory output, and we are beginning to experiment with tactile output. The
Speech object provides a "front-end" to a
speech server which can be run on any machine
on the network. This server is capable of converting text to speech using a number of userdefinable voices. The Audio object provides a
similar front-end to a non-speech audio server.
The non-speech audio server is capable of mixing, filtering, and spatializing sound, in addition to a number of other effects. [2]
Both the Speech and the Audio objeCtS are
interruptible, which is a requirement in a highly interactive environment.
Simulating Input
Mercator provides new input modalities for
users, just as it provides new output modalities.
The mouse, the most commonly used input
device for graphical applications, is inherently
bound to the graphical display since it is a relative, rather than absolute positioning device
(positioning requires spatial feedback, usually
in the form on an on- screen cursor that tracks
the mouse). Other devices may be more appropriate for users without the visual feedback
channel. Our currem interfaces favor keyboard
and voice input over rhe mouse. We are also
exploring other mechanisms for tactile input.
But while we provide new input devices to
control applications, already existing applications expect to be controlled via mouse input.
That is, applications are written to solicit events
from the mouse device, and act accordingly
whenever mouse input is received. To be able to
drive existing applications we must map our
,ncer~c[ions

new input modalities into the forms of input
applications expect to receive.
User input handling can be conceptually
divided into three stages. At the first stage, actual user input events are received by Mercator.
These events may be X protocol events (in the
case of key or button presses) or events from an
external device or process (such as a braille keyboard or a speech recognition engine).
At the second stage, the low-level input
events are passed up into the rules engine where
they may cause action procedures to fire. The
rules fired by the input may cause a variety of
actions. Some of the rules may e;ause output to
an external device or software process (for
example, braille output or synthesized speech
output), or a change in the internal state of
Mercator itself (such as navigation). Some rules,
however, will generate controlling input to the
application. This input is passed through to the
third stage.
At the third stage, Mercator synthesizes X
protocol events to the application to control it.
These events must be in an expected format for
the given application. For example, to operate
a menu widget, Mercator must generate a
mouse button down event, mouse motion to
the selected item, and a mouse button release
when the cursor is over the desired item. Note
that the actual event sequence which causes
some action to take place in the application
interface may be determined by user, application, and widget set defaults and preferences.
Thus Mercator must be able to retrieve the
event sequence each interface component
expects to receive for a given action. This information is stored as a resource (called the translation table) in each widget and can be
retrieved via the RAP protocol.
We currently use the XTEST X server extension to generate events to the application. This
approach is robust and should work for all X
applications.
Status

The hooks into the Xt and Xlib libraries have
been implemented and are present in the
Xl1R6 release from the X Consortium. The
RAP protocol is currently not shipped with
XllR6 pending a draft review process; we hope
that in the near future RAP will ship with the
january
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standard distribution of the X Window System.
The various components of Mercator are
W-ritten in C++; the current core system is
approximately 16,000 lines of code, not including I/0 servers and device specific modules. Our
implementation runs on Sun SPARCstations
running either SunOS 4.1.3 or SunOS 5.3
(Solaris 2.3). Network-aware servers for both
speech and non-speech audio have been implemented using Transport Independent Remote
Procedure Calls (11-RPC), with C++ wrappers
. around their interfaces.
The speech server supports the DECtalk
hardware and the Centrigram TruVoice software-based text-to-speech system and provides
multiple user-defined voices. The non-speech
audio server controls access to the built-in
workstation audio hardware and provides prioritized access, on-the-fly mixing, spatialization
of mu!tip!e sound sources, room acoustics, and
several filters·and effects. The non-speech audio
server will run on any SPARCstation, although
a SPARCstation 10 or better is required for spatialization effects.
Speech input is based on the IN3 Voice
Control System, from Command Corp, which
is a software-only speech recognition system for
Sun SPARCstations. The recognition server
runs in conjunction with a tokenizer which
generates input to the Mercator rules system
based on recognized utterances.

one another.
We are working with the X Consortium and
the Disability Access Committee on X to ensure
that the RAP protocol is adopted as a standard
within the X community. It is our desire that
any number of commercial screen reader products could be built on top of RAP.
We are exploring the possibilities of undertaking a commercialization effort of our own to
bring our research prototype to market. ~
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ABSTRACT

This paper describes work to provide mappings between Xbased graphical interfaces and auditory interfaces. In our
system, dubbed Mercator, this mapping is transparent to
applications. The primary motivation for this work is to
provide accessibility to graphical applications for users who
are blind or visually impaired. We describe the design of an
auditory interface which simulates many of the features of
graphical interfaces. We then describe the architecture we
have built to model and transfonn graphical interfaces.
Finally, we conclude with some indications of future
research for improving our translation mechanisms and for
creating an auditory ..desktop" environment
KEYWORDS: Auditory interfaces, GUis, X, visual impairment, multimodal interfaces.
INTRODUCTION

The goal of human-computer interfaces is to provide a communication pathway between computer software and human
users. The history of human-computer interfaces can be
interpreted as the struggle to provide more meaningful and
efficient communication between computers and humans.
One important breakthrough in HCI was the development of
graphical user interfaces. These interfaces provide graphical
representations for system objects such as disks and files,
interface objects such as buttons and scrollbars, and computing concepts such as multi-tasking. Unfortunately, these
graphical user interfaces, or GUis, have disenfranchised a
percentage of the computing population. Presently, graphical
user interfaces are all but completely inaccessible for computer users who are blind or severely visually-disabled
[BBV90][Bux86][Yor89]. This critical problem has been
recognized and addressed in recent legislation (Title 508 of
the Rehabilitation Act of 1986, 1990 Americans with Disabilities Act) which mandates that computer suppliers ensure
the accessibility of their systems and that employers must
provide accessible equipment [Lad88].
Our work on this project began with a simple question. how
could we provide access to X Wmdows applications for
blind computer users. Historically, blind computer users had
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little trouble accessing standard ASCII tenninais. The lineoriented texrua1 output displayed on the screen was stored in
the computer's framebuffer. An access program could simply copy the contents of the framebuffer to a speech synthesizer, a Braille terminal or a Braille printer. Conversely, the
contents of the frarnebuffer for a graphical interface are simple pixel values. To provide access to GUis, it is necessary to
intercept application output before it reaches the screen. This
intercepted application output becomes the basis for an offscreen model of the application interface.The information in
the off-screen model is then used to create alternative, accessible interfaces.
The goal of this work, called the MercatCK 1 Project, is to provide transparent access to X Wmdows applications for computer users who are blind or severely visually-impaired
[ME92]. In order to achieve this goal, we needed to solve
two major problems. First, in CKder to provide transparent
access to applications. we needed to build a framework
which would allow us to monitor, model and translate graphical interfaces of X Wmdows applications without modifying the applications. Second, given these application models,
we needed to develop a methodology for translating graphical interfaces into nonvisual interfaces. This methodology is
essentially the implementation of a hear-and-feel standard
for Mercator interfaces. Like a look-and-feel standard for
graphical interfaces, a hear-and feel standard provides a sys- ·
tematic presentation of nonvisual interfaces across applications.

In this paper, we describe the steps we have taken to solve
these two problems. In the following section, we describe the
design for the Mercator interface. We introduce the concept
of audio GUis and the abstract components of auditory interfaces. We also detail some of the techniques we are using to
convey a range of interface attribute infonnation via the
auditory channel.
The second half of the paper describes the architecture we
have constructed to provide this interface transparently for X
1. Named for Gerhard us Mercator, a cartographer who devised a
way of projecting the spherical Earth's surface onto a fiat surface
with straight-line bearings. The Mercator Projection is a mapping
between a three-dimensional presentation and a two-dimensional
presentation of the same information. The Mercator Environment
provides a mapping from a two-dimensional graphical display to a
three-dimensional auditory display of the same user interface.

applications. We detail the requirements and goals of the system. the individual components of the architecture. and how
those components intemperate to provide a translation of a
graphical interface into an auditory interface
AUDIO GUis

The primary design question to be addressed in this work is,
given a model for a graphical application interface, what corresponding interface do we present for blind computer users.
In this portion of the paper, we discuss the major design considerations for these interfaces. We then describe the presentation of common interface objects such as buttons,
windows. and menus. and detail the navigation paradigm for
Mercator interfaces. We conclude by discussing the inherent
advantages of a hear-and-feel standard.
Design Considerations

There are several design decisions we had to make when
constructing our nonvisual interface. One consideration is
which nonvisual interface modality to use. The obvious
choices are auditory and tactile. We are currently focusing on
auditory interfaces for several reasons:
• ·Research in auditory interfaces (Gaver. Bly, Blattner et
al) has proven that complex auditory interfaces are usable
[BGB91].
•

Due to people's ability to monitor multiple auditory signals (the cocktail party effect [Che53]) and through the
use of spatialized sound [WWF88], we can support many
of the advantages of GUis such as spatial organization
and access to multiple sources of information.

•

Tactile output devices are generally more passive than
auditory output. It is more difficult to get the users' attention with tactile output.

•

For the most part, audio hardware is more common and
cheaper than hardware to suppon tactile displays.

A significant portion of people who are blind also suffer
from diabetes which reduces their sensitivity to tactile
stimuli [HTAP90].
Nevenheless our system will eventually have a tactile component as well. For example, since speech synthesizers are
notoriously bad at reading source code, we will provide a
Braille terminal as an alternate means f<X" presenong textual
infonnation.
•

A second major design question for building access systems
for visually-impaired users is deciding the degree to which
the new system will mimic the existing visual interface. At
one extreme the system can model every aspect of the visual
interface. For example, in Berkeley System's Ourspoken.tm
which provides access to the Macintosh, visually-tmpaired
users use a mouse to search the Macintosh screen [Van89].
When the mouse moves over an interface object. OutspOken
reads the label for the object In these systems. visuallyimpaired users must contend with several characteristics of
graphical systems which may be undesirable in an auditory

presentation, such as mouse navigation and occluded windows.
At the other extreme, access systems can provide a completely different interface which bears little to no resemblance to the existing visual interface. For example, a menubased graphical interface could be transformed into an auditory command line interface.
Both approaches have advantages and disadvantages. The
goal of the first approach is to ensure compatibility between
different interfaces for the same application. This compatibility is necessary to support collaboration between sighted
and non-sighted users. Yet if these systems are too visuallybased they often fail to model the inherent advantages of
graphical user interfaces such as the ability to work with
multiple sources of information simultaneously. The second
approach attempts to produce auditory interfaces which are
best suited to their medium. [Edw89]
We believe that there are many features of graphical interfaces which do not need to be modeled in an auditory interface. Many of these features are artifacts of the relatively
small two-dimensional display surfaces typically available to
GUis and do not add richness to the interaction in an auditory domain. If we consider the GUI screen to be in many
regards a limitation, rather than something to be modeled
exactly. then we are free to use the characteristics of auditory
presentation which make it more desirable in some ways
than graphical presentation.
We have chosen a compromise between the two approaches
outlined above. To ensure compatibility between visual and
nonvisual interfaces, we are translating the interface at the
level of the interface components. For example, if the visual
interface presents menus, dialog boxes, and push buttons,
then the corresponding auditory interface will also present
menus, dialog boxes and push buttons. Only the presentation
of the in~ace objects will vary.
By perfonning the translation a1 the level of interface
objects, rather than at a pixel-by-pixellevel (like Outspoken)
we can escape from some of the limitations of modeling the
graphical interface exactly. We only model the structural features of the application interface, rather than its pixel representation on screen.
lnterfaca Components

Graphical user interfaces are made up of a variety of interface components such as windows, buttons, menus and so
on. In X Wmdows applications, these components roughly
correspond to widgets. There does not always exist a one-toone mapping between graphical interface components and X
widgets. For example, a menu is made up of many widgets
including lists, shells (a type of conlainer), and several types
of buttons.
Mercator provides auditory interface objects which mimic
some of the attributes of graphical interface objects. In Mercator, we call the objects in our auditory presentation Audi-

TABLE l. Using Filtears to convey AIC attributes.
Attribute

AIC

Filtear

Description

selected

all buttons

animation

Produces a more lively sound by accenting frequency
variations

unavailable

all buttons

muffled

A low pass filter produces a duller sound

has sub-menu

menu buttons

inflection

Adding an upward inflection at the end of an auditory
icon suggests more information

relative location

lists. menus

pitch

Map frequency (pitch) to relative location (high to low)

complexity

containers

pitch. reverberation

Map frequency and reverberation to complexity. Low to
large. complex AlCs and high to small. simple AICs

tory Interface Components. or AICs. The translation from
graphical interface components to AlCs occurs at the widget
level. As with graphical interface components. there is not
always a one-to-one mapping between X widgelS and AICs.
AlCs may also be composed of many widgets. Additionally.
many visual aspects of widgets need not be modeled in
AlCs. For example. many widgets serve only to control
screen layout of sub-widgets. In an environment where there
is no screen. there is no reason to model a widget which perfonns screen layout For many widgets there will be a oneto-one mapping to AICs. As an example. push buttons (interface objects which perfonn some single function when activated) exist in both interface domains. In other cases. many
widgets may map to a single AIC. For example. a text window with scrollbars may map to one text display AIC.
Scrollbars exist largely because of the need to display a large
amount of text in a limited area. A text display AIC may
have its own interaction techniques for scanning text
There are two types of infonnation to convey for each AIC:
the type of the AIC and the various attributes associated with
the AIC. In our system. the type of the AIC is conveyed with
an auditory icon. Auditory icons are sounds which are
designed to trigger associations with everyday objects. just
as graphical icons resemble everyday objects [Gav89]. This
mapping is easy for interface components such as trashcan
icons but is less straight-forward for components such as
menus and dialog boxes. which are abstract notions and have
no innate sound associated with them. As an example of
some of our auditory icons. touching a window sounds like
tapping on a glass pane. searching through a menu creates a
series of shutter sounds. a variety of push button sounds are
used for radio buttons. toggle buttons. and generic push button AICs. and a touching a text field sounds like a old fashioned typewriter.
AICs can have many defining attributes. Most AlCs have
text labels which can be read by a speech synthesizer upon
request Many attributes can be conveyed by employing socalledftltears to the auditory icon for that AIC. Filtears provide a just-noticeable. systematic manipulation of an auditory signal to convey infonnation[LPC90][LC91]. Table 1
details how filtears are used to convey some AIC attributes.

Navigation
The navigation paradigm for Mercator interfaces must support two main activities. First. it must allow the user to
quickly ..scan .. the interface in the same way as sighted users
visually scan a graphical interface. Second. it must allow the
user to operate on the interface objecrs. push buttons. enter
text and so on.

In order to support both of these activities. the user must be
able to quickly move through the interface in a structured
manner. Standard mouse navigation is unsuitable since the
granularity of the movement is in tenns of graphic pixels.
Auditory navigation should have a much larger granularity
where each movement positions the user at a different auditory interface object. To support navigati90 from one AIC to
another. we map the user interface into a tree structure which
breaks the user interface down into smaller and smaller
AlCs. This tree structure is related to application's widget
hierarchy but there is not a one-to-one mapping between the
widget hierarchy and the interface tree structure. As discussed earlier. there is sometimes a many-to-one mapping
between widgets and AICs. Additionally. an AIC may conceptually be a child of another AIC but the widgets corresponding to these AICs may be unrelated. For example. a
push button may cause a dialog box to appear. These AlCs
are related (the dialog box is a child of the push button) but
the widget structure does not reflect the same relationship.
Figure 1 shows a screen-shot of the graphical interface for
xmh. an X-based mail application. Figw-es 2a and 2b show a
portion of the xmh widget hierarchy and the corresponding
interface tree structure. respectively.
To navigate the user interface. the user simply traverses the
interface tree structure. Currently the numeric keypad is used
to control navigation. Small jumps in the tree structure are
controlled with the arrow keys. Other keys can be mapped to
make large jumps in the tree structure. For example. one key
on the numeric keypad moves the user to the top of the tree
structure. It is worth noting that existing application keyboard short-cuts should work within this structure as well.
Navigating the interface via these control mechanisms does
not cause any actions to occur except making new AlCs
..visible." To cause a selection action to occur. the user must
hit the Enter key while on that object. This separation of con-

ARCHITECTURE

We shall now discuss the architecture we have developed for
!he Mercator ~pplications Manager, the system which
unplements the mterface described above.
There are basically three goals which must be met to generate an auditory interface from an X application given our
design constraints (application transparency, and so on).
First. we must be able to capture high-leve~ semantically
meaningful information from X applications. By semantically meaningful we mean that the information we get must
reflect the structural organization of the interface, rather than
just its pixelated representation on-screen. Second. we must
create a semantic model based on the infonnation retrieved.
And third, once we have retrieved this information from the
application and stored it in our off-screen model, we must be
able to present the structure of the application in some meaningful way, and allow the user to interact with our new representation of the interface.
It should be noted that while our current interface uses an
auditory presentation, the facilities we have built could just
as easily present a different 2D graphical interface for a
given application, map it into a 3D interface, or so on, given
the proper mapping rules.

Figure 1: An Example X AppUcation (XMH)

trol and navtgation allows the user to sately scan the interface without activating interface controls. Table 2
summarizes the navigation controls.

We shall discuss the design and implementation of the various system components in the next several sections. Figure 3.
gives a bird's-eye overview of the architecture, to which we
will refer during our discussion.

Hear and Feel

Just as graphical interfaces use ..look-and-feel"' standards to
ensure that, for example, all buttons look and behave in similar manners, we are using what may be called .. hear-andfeel" standards to ensure that consistency is maintained
across the interface. AICs of the same type are presented
consistently across application. This consistency promotes
usability in our environment
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Mercator project is that the system must be able to provide
access to existing applications, the Application Manager
must be able to retrieve infonnation from· unmodified X
applications as they are running.
Thus. while simply modifying an X toolkit would have given
us a testbed for research into providing auditory output from
X applications, it would not have been a general solution to
the problem of providing access to already-existing X applications. Our system uses two approaches to retrieve infonnation from running applications: client-server monitoring, and
the Editres protocol. discussed below.
Clisnt-Ssrvsr Monitoring. The architecture of X allows us to
''tap'' the client-server connection and eavesdrop on the communication between the application and X [Sch87]. Thus. we

can know when text or graphics are drawn. and when events
(such as keypresses) take place. The Application Manager
component which accomplishes this monitoring is called the
Protocol Interest Manager. or PIM. The PIM lies between
the client and server and processes the communication
between them (see Figure 3).
Monitoring the connection between the client and the server
allows us to access the low-level infonnation describing
what is on the user's screen. Unfortunately. it does not tell us
TABLE 2. Summary of Navigation Controls

Key

Action

8/up arrow
2/down arrow

Move to parent

6/right arrow

Move to first child
Move to right sibling

4t1eft arrow

Move to left sibling

0/Ins
Enter

Move to top of tree
Activate selection action

=1·-

Can be mapped to other movements

why something is on a user's screen. This lack of information
is because the constructs in the X protocol are very low-level

and do not embody much infonnation about application
structure or behavior.
For example, the protocol does not express notions such as
"draw a button with the label 'Quit.'" Instead. the protocol
passes messages on the level of "draw a rectangle of the following dimensions at the following X. Y coordinales," and
..render the text ·Quit' at the following X,Y coordinates... It
is difficult for any system to know from simply monitoring
the protocol stteam whether the rectangle specified in the
protocol is meant to be a button, a graphic image on a drawing canvas, a menu, or any other interface component.
Thus. simply reading the X protocol as it is passed between a
client and the server is insufficient to provide a good semantically-meaningful translation of a graphical interface. For
this reason. we make use of the Editres protocol described
below.
Editres. Release 5 of the X Wmdow System presented a new
protocol called Editres designed primarily to allow easy customization of X applications [Pet91]. In the programming
model of the X Toolkit Intrinsics layer, applications are built
out of user interface objects called widgets (such as scrollbars and push buttons). Widgets have named variable data
called resources associated with them. Resources govern the
appearance and behavior of the widgets in an application.
Examples of data stored in resources include the currentlydisplayed text in a widget. the color of a widget. infonnation
about whether the data displayed in the widget is editable,
layout policies, and so on.

The Editres protocol defines a method for querying a running
application and retrieving from it infmnation about the hierarchy of widgets which make up the application. Additionally, this protocol makes it possible to query individual
widgets about infonnation such as their geometry (X.Y coordinates. width. and height), retrieve resource values (with a
slight modification, see Caveats), and to set the values of
individual resources associated with each widget. In our sys-

Figure 4: Interface Modeling Data Structures

tern, the Editres Manager sends and receives protocol messages to and from client applications (see Figure 3).
The Editres protocol allows us to determine the structural
components which make up an application. By combining
the information retrieved from Editres and the information
retrieved from client-server communication monitoring, we
can build a detailed picture of an application running in our
system. To refer back to the previous example of the button,
when we detect a request to draw "Quit" on the screen, we
can use Editres-derived information to detennine which
interface component is being rendered.
Sufficiency of Techniques. These two techniques, clientserver monitoring and Editres, give us access to a great deal
of information about X applications. We have available to us
all of the user-generated input events, all of the low-level
application-generated output requests, and a great deal of
structural and high-level semantic information about the
application interface. While this amount of information is
significant, it is not complete: we do not have available to us
anything that is not expressed in tenns of either the X protocol. or widgets and resources. Thus, information and behavior which is directly coded into an application and not built
in tenns of widgets or resources is unavailable. The degree
to which this lack of total knowledge will affect application
accessibility is unclear at this point. Based on our initial
results, it seems promising tha1 we can effectively model
enough aspects of a wide range of applications to the point of
making them accessible.

Application Modeling

Based on the information we have retrieved from an application, we must be able to synthesize a coherent model of the
application interface. This model must include structural
information (such as the hierarchy of objects which comprise
the application's interface, and the relations between
objects), semantic information (the types of different objects
in the interface), appearance attributes ("the text in this window is in boldface"), and behavioral attributes ("clicking this
button causes a dialog box to pop up'}.

The modeling techniques must be sufficient to represent any
application which could be run in our environment. The only
way to satisfy this requirement is to have our off-screen
model mimic many of the structural attributes inherent in X
applications. The notion of the window is the lowest common strucrural denominator for X applications. Wmdows are
represented in the X protocol and thus we are guaranteed that
at a minimum we can represent an application's window
structure.
The problem with using this approach alone is like
much of the X protocol windows themselves are too lowlevel to be very meaningful. Thus, we also need to maintain
information retrieved via Editres: information on the structural components of the application, and the attributes of
those components.
Figure 4 is a diagram of the data structure we are using to
model the interfaces of programs running under the Application Manager. This data structure maintains both the lowlevel protocol-related information, and the higher-level Editres-related information. The lines in the diagram represent
structural connections, not communication pathways. Note ·
that the Model Manager object is the same object shown in
Figure 3; here we have expanded the detail to show the subobjects associated with the Model Manager.
The Model Manager is responsible for maintaining the offscreen models of all applications running in the environment. The Model Manager keeps two dictionaries to track
application information. The first is a dictionary of all windows present in the system. This dictionary maintains a oneto-one mapping of the current X window hierarchy. The dictionary values are Mercator Wmdow objects, which store
known attributes about particular windows.
The second dictionary is the Client Dictionary. This dictionary contains Mercator Client objects which represent perapplication information. Every time a new application is
started, a new Client object is instantiated and placed into the
Oient Dictiortary.

Client objects maintain infonnarion about running applications: the application name, cwrent state, and other infonnation. In addition, the Client objects maintain a representation
of the structural layout of the application. Each Client object
maintains a tree of Xt Objects (widgets) which reflect the
widget organization in the actual application. Each Xt Object
keeps infonnalion about its name and class (such as
MenuBox or PushButton), and also keeps a dictionary of
resource infonnation.
The other major data structure maintained by Client objects
is a dictionary of all toplevel windows in the application.
Many applications create several toplevel windows and it is
often useful to be able to quickly determine what the top
nodes are in an application's window hierarchy. This information is maintained by the toplevel dictionary.
All of the data structures maintained by the Model Manager
are multiply keyed. so it is easy to detennine the window (or
windows) which correspond to a given widget Similarly,
given a window it is easy to detennine the widget which corresponds to the window.
K~ping infonnation cached in the Application Manager
itself reduces the amount of Editres and X protocol traffic we
must generate to retrieve infonnation about the interface and
thus can provide perfonnance improvements.

This technique of application modeling gives us the power to
represent any X interface in several fonns. Our modeling
scheme provides us with a means to quickly determine the
structural objects which are referred to by X protocol
requests. Based on the structural model of the interface
maintained by the Model Manager we are able to translate
that model to an auditory representation.
Interface Presentation and User Input

Once we have retrieved infonnation from the running application. organized it into a coherent structure, and stored it in
the off-screen model. we must still present that interface
structure to the user in a meaningful way. Further, to facilitate experimentation and user customization, the system
must allow easy modification of the interface.
Rules Engine. We are using a translation system which takes
as input the state and structure of the interface we are modeling, and produces auditory output This translation takes
pJace in the Rules Engine (see Figure 3), which is the heart
of the Application Manager. It is the Rules Engine which
conceptually implemeniS AICs. From a high-level standpain~ it has two primary functions: JRSenting !.he interface
as described by the Model Manager to the user. and processing user input to bodl the application and the Application
Manager itself.

The Rules Engine is driven asynchronously by the Protocol
Interest Manager. which taps the connection to and from the
X server. The Rules Engine informs the PIM of patterns in
the X protocol which should cause control be passed to the
Rules Engine (that is, the Rules Engine expresses a .. protocol

interest. .. hence the name of the Protocol Interest Manager).
When protocol events or requests occur which match a specified pattern, control is passed to the Rules Engine which is
notified of the condition wltich caused it to awaken. It may
then examine the state of the protocol. generate Editres traffic. or query the Model Manager for current client status.
From these input sources. the Rules Engine may decide to
generate ourput to the user.
The facilities available to the Rules Engine are quite complex. The Engine can specify that the X protocol stream be
effectively stalled--X protocol packets are queued by the
Protocol Interest Manager and not delivered until some later
point This facility can be useful in preventing deadlocks
(see the section, Inter-Object Communication). Funhennore,
the Rules Engine can actually cause new protocol packets to
be introduced into the protocol stream. When packets are
inserted. the Protocol Interest Manager will rewrite later
packets to ensure that protocol sequence .numbers are kept
consistent Insertion of protocol packets is done to generate
controlling events to the original application based on
actions taken in the new interface. Basically, through the use
of the Protocol Interest Manager, the Rules Engine has complete control over the X protocol stream.
The Rules Engine can also direct the Editres Manager to
query applications and coUect replies via Editres. These
actions are taken to update the off-screen model of the intea:face's state. The infonnation returned from applicalions is
stored in the Model Manager and also returned to the Rules
Engine. The Rules Engine can query the Model Manager and
update any infonnation present there.
Translation Rules and Templates. All of the actions taken by
the Rules Engine are dictated by a set of translation rules. It
is the translation rules which actually create the notion of
AICs from the infonnalion available to the Rules Engine.
Currently these rules are expressed in a stylized C++ predicate/action notation by the system implementors. In the
future we will provide an externalized rules representation
which will be read in and parsed by the Application Manager .
at start-up time. This representation will allow both the
developers and users of the system to easily customize the
interface.

To obviate the need to install a large number of rules to deal
with different output semantics for widgets on a per-instance
basis. we have developed the notion of rule templates. Rule
templates are sets of rules which are generated and installed
automatically whenever a widget of a given class is created
by the original interface.
For example. the rule template f<W widgets of the PushButton
class may provide a set of rules to be fired whenever the
PushButton is acti~ desensitized, destroyed, and so
forth. When the Rules Engine detects that a PushButton widget has been create<L it generates and installs the rules specified in the rule template f<W this widget class. Thus, a set of
routines will automatically be associated with the push button which govern its interaction in the new interface. Rule

templates provide a mechanism for ensuring standard behav-

events to the current widget to initiate the action in the appli-

i<r across classes of widgets with little work.

cation.

Rule list traversal is quite fast: predicates are preprocessed
and organized into hash tables based on the event types
which can cause the predicates to return True. Thus, when a
particular event occurs, the system does not need to test the
predicates of all rules, just the ones that have the event as a
condition.

Inter-obJect Communication
There are some interesting potential deadlock conditions
which we have had to take care to avoid in the Application
Manager architecture. Since the entire system is driven by
the Protocol Incerest Manager, the thread of control must
reside within the PIM when the Application Manager is
"inactive."

Output. Output to the user is generated via the Rules Engine.
When fired. rules can invoke methods "n the Sound Manager
object (see Figure 3) which generate auditory output The
Sound Manager provides a single programmatic interface to
the various sound servers which run in our environment
Each of these servers regulates access to the workstation
sound resow-ces and allows access to sound hardware
located on other machines across the network.

The first server is responsible for speech synthesis. The second provides digitized (mostly non-speech) audio, and controls access to workstation sound resources. The third server
is responsible for producing high-quality spatialized sound.
This server architecture allows multiple workstations on a
network running Mercator to share audio hardware. 'The Status section gives some more details on these servers.
Input In addition to representing the interface of the application in the new modality, the Application Manager also has
the task of processing user input to both the application ~d
to the Application Manager itself. In essence, the Application Manager must run the existing application from user
input to the new interface. Given user input into the system
and the user's current context, the Application Manager must
generate X events to the application which correspond to
input to the new interface to cause the application to perform
the desired actions.

Our cwrent implementation supports only the mouse and the
keyboard as input devices, although we do ~ use ~ m.ouse
because it does not seem to be an appropnate naVIgational
device for nonsighted users. Since under X the keyboard
nonnally causes KeyPress events to be generated from the
server to the ellen~ the PIM is already in a position to intercept any keystrokes made by the user and process them.
The PIM, under the direction of the Rules Engine, decides
whether keystrokes should be routed to the application (that
is, passed through the PIM unmodifi~, .CY whether th~y are
meant as control input to the Application Manager 1tself.
Currently, the AppliaD>n Manager grabs the numeric keypad and assumes keystrc*es made on it are Application
Manager controls. Other keystrokes are routed to the widget
designated as the cwrent input receptor.
The cwrent input receptor is basically maintained as a
pointer into the Model Manager data strucnrres ~hich
defines where the user currently "is." Any typed data will be
sent to this widget When other actions are made by the user
(such as a selection), the Rules Engine will generate mouse

Thus, whenever rule execution terminates. control is passed
back to the PIM where the system blocks until either ( 1)
some X request or event traffic is generated. or (2) some
other user input takes place which the PIM has .been
instructed to monitor. Control must be returned to the PIM
because when the PIM is not executing, the X protocol
stteam is effectively stalled.
This blocking behavior can cause several problems. The
most common problem is in Editres handling. Editres
requests are asynchronous. 1bis means that the Application
Manager transmits an Editres query and then, at some
unspecified point in the future, the application returns the
result of the query. The problem is that the Editres protocol
is based on the X protocol, and thus must proceed through
the PIM. While in Figure 3 we have shown the Editrcl Manager corrummicating directly with the client, this liDk is a
conceptual connection only. In reality, the Editres ~ger
must establish its own connection with the X serYer and
transmit Editres queries to the client through the server.
A deadlock condition will arise if the Editres Manager sends
a request and then does not retwn control to the PIM. If conttol is not retmned to the PIM. then the server-client connection is blocked and the Editres request cannot be sent to the
client (and obviously, a reply will not be generated). This
will cause the Editres Manager to hang until a timeout
expires.
This situation is an example of a general problem in which
various portions of the Application Manager need to generate X traffic which will puduce a response (a so-called
round ttip request). Care must be taken that the operatio~ is
separated into two phases: an initiating phase, and an ~tlon
phase which is inv<*ed when the reply returns. For this reason we have built a callback mechanism into the PIM
through which other Application Manager components can
initiate a round trip request and then have a callback routine
automatically executed when the reply is received.
CAVEATS

Edltru wea~m.....
The implementation of Editres which C?n_teS with ~11R5. is
quite powerful, but has what is in our o~on a glaring. orrussion. While the system suppons quenes to detenrune an
application's widget hierarchy, detennine geometry, ~d .set
resource values, it does not provide a means for retneVIng
resource values. The reasoo for ·this deficiency is that the

MIT-supplied toolkits do not support conversion from
resource internal typeS to strings (although they do suppon
the reverse operation). This capability is necessary for
resource value retrieval so that resource values could be displayed.
We made a simple addition to Editres to support this behavior. This addition retains complete compatibility with the
older version of Editres but allows the retrieval of resource
values. The code modification is made in a shared library so
none of the applications in the system need to be relinked.
Dependence on shared libraries is not a generally acceptable
solution however, so we plan to submit the code modifications back to the X Consortium for possible inclusion in
future X releases:
Widget Set Depandenciea

The names of widget classes and the resources associated
with widgets vary from widget set to widget set For example, p~h button widgets have different names and resources
in the Athena widget set and the Motif widget set. These differences mean that there is a degree of widget set dependence in the Application Manager. Currently, suppon for a
given widget set must be "hard wired" into the Rules Engine.
Eventually, we hope to externalize widget set descriptions
out of the system's code so that suppon for new widgets and
widget sets can be added easily without recompiling.
STATUS

The components of the Application Manager are C++
objects; the current implementation is approximately 12,000
lines of code. Our implementation is for the Sun SPARCstation. The three audio servers discussed in this paper have
been implemented as RPC services, with C++ wrappers
around the RPC interfaces.
The synthesized speech server supports the DECtalk hardware and provides multiple user-definable voices. The nonspeech audio server controls access to the build-in workstation sound hardware (jdev/audio on the SPARCstation in our
case). and provides prioritized access and on-the-fly mixing.
The sparia1ired sound server cwrendy runs on either a NeXT
workstation or an Ariel DSP-equipped Sun SPARCstation
and supports the spatia1izarion of up to 5 channels in realtime [Bur92].
In the current implementation. all of the Application Manager components except for the variom sound servers execute as a single thread of control in the same address space.
We are investigating whethez a multithreaded approach
would yield significant performance benefits and better code
structuring.

some degree of familiarity with both X and the Application
Manager as a whole. ·For this reason there are several interface conditions which we do not handle well at the present
For example, dialog boxes which appear asynchronously
(for example. to report an error message) are not brought to
the attention of the user.
FUTURE DIRECTIONS
As we mentioned, translation rules are currently imple-

mented as a set of C++ routines which evaluate predicates
and fire actions. In the future we will move away from a
code-based implementation of rules. We plan on supporting
a textual rules language in which translation rules may be
expressed. Further, we foresee using a multi-stage translation
sequence which would support input event and output
request translation. as well as the cwrent semantic translation. A more flexible rules scheme will allow for greater user
customizarion and experimentation.
We believe that the Application Manager provides an architecture for performing some interesting experiments in modifying application interfaces. Although we are currently
working only with auditory outpu~ there is no reason that the
Application Manager could not be reconfigured to suppon
general retargeting of interfaces. That is. the automatic
translation of an application interface to a different interface.
perhaps in a completely different modality. With a sufficient
set of translation rules, application GUis could theaetically ·
be retargeted to virtually -any desired interface including
another (different) two-dimensional windowed interface, a
three-dimensional visual interface. and so on.
In order to validate our auditory interface designs. we plan to
conduct considerable user testing. At this time. we are compiling a list of visually-impaired computer users who have
volunteered to participate in our experiments.

While the Application Manager can provide access to graphical applications. we feel that there is still a need for a more
complete audit(X)' environment in which applications and
data may be grouped. controlled. and organized. Such an
environment would be analogous to the desktop environments found on many graphical systems. which JXQvide
common file metaphors and inter-application operations
such as drag-and-drop. We are designing such a system to
serve as a higher level of abstraction for dealing with applications. [ME91] Our model is the Xerox PARC Rooms metaphor [HC86]. implemented solely with auditory cues. This
portion of the system will more fully utilize the spatialized
sound capabilities we have built [Bur92].
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ABSTRACT
Users who are blind currently have limited access to
graphical user interfaces based on MS Windows or X
Wmdows. Past access strategies have used speech
synthesizers and braille displays to preSent text-based
interfaces. Providing access to graphical applications creates
new human interface design challenges- which must be
addressed to build intuitive and efficient nonvisual
interfaces. Two contrasting designs have been developed and
implemented in the projects Mercator and GUIB. Titese
systems differ dramatically in their approaches to providing
nonvisual interfaces to GUis. This paper discusses four main
interface design issues for access systems, and describes
how the Mercator and GUIB designs have addressed .these
issues. It is hoped that the exploration of these interfaces will
lead to better nonvisual interfaces used in low visibility and
visually overloaded environments.
KEYWORDS Nonvisual HCI. blind users. graphical user
interfaces. auditory interfaces. tactile interfaces
INTRODUCTION
Alan Newell's plenary address at INTERCID '93. titled
"CID for Everyone:· argued that by extending our vision of
interface design to encompass extraordinary users, we would
not be limiting the applicability of our work. Insteaci we
would discover and refine new interaction techniques which
would be of use to the general user comrnWlity. A current
interface design challenge is developing interfaces which
provide access to graphical user interfaces for people who
are blind [1]. Even the goal itself sounds like an oxymoron.
The design issues in ttanslating an interne ti ve. spatially
presented. visually dense interface into an efficient. intuitive
and non-intrusive nonvisual interface are numerous.
Moreover, practical concerns such as using affordable
hardware while providing access to many application
interfaces ttansparently to the graphical applications adds to
the complexity of the task [18].
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The typical scenario to providing access to a graphical
interface is as follows: While an unmodified graphical
application is running, an outside agent (or screen reader)
collects infonnation about the application interface by
watching objects drawn to the screen and by monitoring the
application behavior. This screen reader then translates the
graphical interface into a nonvisual interface, not only
translating the graphical presentation into an nonvisual
presentation. but providing different user input mechanisms
as well.
This paper presents two conttasting approaches to Gut
access. The GUIB (Textual and Graphical User Interfaces for
Blind People) Project is a consortium of partners from six
European counlries which is developing a prototype
implementation of an access system for MS Wmdows and X
Wmdows [17]. The GUIB design is based on translating the
screen contents into a tactile presentation which is based on
the spatial organization of the graphical interface. GUIB uses
a new input/output device, called GUIDE, which integrates
vertical and horizontal braille displays, two loudspeakers
and a touch-sensitive tablet This device allows blind users
to experiment with direct manipulation and 2D spatial sound
presentation.

The Mercator project is an interdisciplinary research effort.
at the Georgia Institute of Technology which is exploring
different access strategies for X Wmdows [10]. Mercator
replaces the spatial graphical display with a hierarchial
auditory interface. Minimizing the use of special-purpose
hardware, Mercator only adds a speech synthesis system to
the standard desktop configuration. Mercator extensively
uses nonspeech auditory cues to convey iconic information
presented in the graphical user interface.
Both approaches recognize many important points. First,
access to graphical user interfaces is a critical concern for the
visually-impaired community. In the pas~ command-line,
text-based interfaces were accessible through the use of
screen reader software which transmitted text to a speech
synthesizer or a braille display. Now graphical user
interfaces create new barriers to access through the use of
spatially separated windows, icons. and direct manipulation.
Second, both projects recognize the need to design a
complete solution which takes into account not only the
presentation of graphical infonnation, but also interaction

with the nonvisual interface. Previous access system simply
focused on translating the on-screen graphics without
providing new interaction techniques appropriate to the
nonvisual presentation [13].
The designs of Mercator and GUIB are also radically
different. Some of the differences are the result of varying
preferences between U.S. and European users. In North
America the use of speech synthesizers speaking English is
the de facto standard. In Europe. due to the lack of affordable
speech synthesizers for many languages as well as the
notational imprecision of speech. educational and
rehabilitation efforts are focusing on braille as a standard
notation. Likewise. the two approaches differ on the
inclusion of pointing and direct manipulation in the
nonvisual interface.
In ihis paper. we summarize the interface design issues
addressed by these systems while noting the overall goals
which influenced our design decisions as well as the tools
and techniques used to implement our designs. Next. we step
through the major design issues and compare our two
approaches. Where possible. we also include data gathered
from fonnal and infonnal user evaluations. We conclude by
summarizing the status of our individual efforts as well as
speculating on possible advantages to be gained by
combining our two designs.

nonvisual media (audio. tactile displays) are able to
convey as much information due to limited resolution
possibly combined with a serial. dynamic presentation.
Therefore additional functionality is required to support
efficient exploration of the nonvisual interface.
• Conveying graphical information in a nonvisual interface
The use of iconic information in graphical user interfaces
is both a boon to sighted users and a barrier to blind
users. The first step in accessing these symbols is to
develop methods to convey interface objects which are
partially identified by their appearance such as buttons
and menus. Next. attributes of these objects. such as
selection state (which would be conveyed graphically
through highlighting, for example), must be presented in
the nonvisual interface. More difficult to translate are
abstract concepts such as sliders and scrollbars which
depend on direct manipulation. A further challenge
remains in translating pure graphics. animations and
multimedia interfaces.
• Interaction in a nonvisual interface
The only common denominators between interacting
with graphical and nonvisual interfaces is the use of the
keyboard and generic audio output All other fonns of
interaction with graphical interfaces (visual changes.
pointing, dragging and clicking) need to be replaced or
modified for the nonvisual interface.

DESIGN ISSUES FOR GUI ACCESS

Creating a nonvisual interface which allows a blind user to
interact with a graphical application raises a number of
challenging HCI design issues [3][14]. These concerns are
briefly introduced below. The remainder of this paper
compares how Mercator and GUIB have handled these
issues in their respective designs.
• Coherence between visual and nonvisual interfaces
An overriding concern in access systems is maintaining
coherent, parallel visual and nonvisual interfaces. The
primary reason for this goal is supponing collaboration
between sighted and nonsighted co-workers. For
example, a naive access system could simply translate a
graphical interface into a command line interface. But the
nonsighted user's mental model of the interface would be
substantially different from the mental model of a sighted
user. Therefore colleagues would not be able to
communicate how to use an application to accomplish a
joint goal.

Not only must the visual and nonvisual interfaces support
the same mental model of the application inrerface. their
respective presentations must be synchronized ro support
joint operation. For example. a sighted user should be
able to .. watch" a blind user work with a nonvisual
interface and be able to interact with the visual interface
as well. Likewise a blind user should be able to Listen to a
sighted user working with the graphical interface.
• Exploration in a nonvisual interface
A significant advantage of graphical user interfaces is the
constant presentation of the interface with sufficient
resolution to display a great deal of -infonnation. No

Both the GUIB and Mercator projects have addressed these
issues. at times resulting in substantially different designs.
Two major reasons for these contrasting designs are the
prioritization of different interface design goals as well as
the selection of tools and established techniques to
implement the designs.
Many important interface design goals have influenced both
approaches to GUI access. An important criterion for any
access system is the scope of applications made accessible.
Providing access to applications at a per-application basis
would be a frustrating and somewhat useless approach as
new applications appear everyday. Therefore systems must
devise methods to provide access to entire sets of
applications such as all X Wmdows or Macintosh
applications. The generality and implicit restrictions of these
methods often limits the information available to the
nonvisual interface [4]. Cost is also an important practical
consideration. Special purpose devices expand the scope of
interfaces which can be explored, but are often too costly for
most users.
The learnability of graphical user interfaces must also be
addressed from the perspective of the blind user. Sighted
users and designers of application software have had more
than a decade time to learn about graphical user interfaces,
while blind users were excluded from this development The
introduction of nonvisual user interfaces for GUis can be
successful only if an upgrade path from existing technology
and metaphors is provided through the user interface.
A nmnber of tools and techniques are available for the
creation of nonvisual interfaces. For output. speech

synthesizers offer various options for controlling the
presentation of speech. Both braille devices for active and
passive reading are often used. Large braille displays are
popular since the user reads the braille by actively moving
their finger against the braille pins as opposed to passively
feeling pins change under their finger. These displays are
often equipped with lnill.e keys to let the user point at
individual characters. Unfortunately, large braille devices are
often expensive. Conversely, the widespread inclusion of
audio hardware in most computers now facilitates the use of
nonspeech auditory cues. Additionally, ct.UTent research in
the generation of spatial audio proviues a new medium for
the creation of nonvisual interfaces[2].
COHERENT VISUAL AND NONVISUAL INTERFACES

Supporting collaboration and interaction between sighted
and nonsighted users motivates the need for coherence
between visual and nonvisual interfaces. First. the users'
mental models of the visual and nonvisual interface must be
reasonably similar to support discussions about an
application interface. Second, the visual and nonvisual
interfaces must be kept "in sync" so that simuJtaneous
interaction is possible.
Creating A Textual Display

GUIB and Mercator use different interface metaphors as the
basis for the nonvisual presentation. GUIB continues the use
of the spatial metaphor as presented in the graphical
interface. In this design, the organization of the interface is
based on the spatial location of the objects on the tactile pad
and braille display. This design supports the notion of
translating the graphical interface into a textual display
which can be translated into braille.
Coherence between visual and nonvisual presentation is
ensured by filtering the data generated by the user or by the
user interface. This data is made up of user interface events
such as keyboard input or refreshing the screen. Filtering
takes place on both the lexical level and the syntactical level
of the graphical user interface. For text retrieval, at the
lexical level a virtual screen copy describes, for every pixel
on the screen, the character being displayed to the sighted
user. On the syntactical level, an off-screen model is
implemented through a ttee of interaction objects which
includes the virtual screen copy whenever the syntactical
level provides insufficient data. The screen reader is written
in an event-response language, called GUIB-ERL [7]. Rules
transfonn the hierarcbical off-screen model into textual
output and, where appopriate, into acoustic media.
Creating A Hierarchical Modal

The rationale behind the Mercator design is based on the
premise that they are many features of graphical interfaces
which do not need to be modeled in an auditory interface.
Many of these features are artifacts of the relatively small,
tw<Hiimensional display surfaces typically available to GUis
and do not add richness to the interaction in the auditory
domain. For example occluded windows and other space
saving techniques can be considered an artifact of the small
display and not an inherent part of the application interface.

Mercator ensures compatibility between the visual and
nonvisual interfaces by translating the interface at the level
of interface components. For example. if the visual interface
presents menus, dialog boxes and push buttons then the
corresponding auditory interface will also present menus.
dialog boxes and push buttons. Only the presentation of
these objects will vary.
By performi11g the translation at the level of interface
objects, rather than at a pixel-by-pixel level, the auditory
interface can be unencumbered by limitations of modeling
the graphical interface exactly. Likewise. the user of the
auditory interface is not confused by the inclusion of
information which is simply an artifact of visual
presentation.
Synchronizing The Visual and Nonvisual Interfaces
Both systems ensure that the visual and nonvisual interfaces

are synchronized for parallel interaction. Synchronization is
also achieved in an object oriented manner. For example,
selecting an object in the nonvisual interface results in
warping either the mouse or cursor to that object in the visual
interface.
The GUIB interface also addresses synchronization of the
braille display. Since braille is a fixed-width fon~ it cannot
present the original layout of characters. As a consequence,
synchronization of mouse movements is required For
example, if the mouse cursor is moved on the braille display
for a selection within a menu, then the visual presentation
centers the mouse cursor within · the· selection. and the
nonvisual presentation centers it in twn. This feature also
helps when a frame is to be selected. A frame of a window is
one character wide in braille, and three pixels on the screen.
Knowing the frame size of the window. the screen reader
corrects positioning of the mouse cursor to ensure the
window's frame is hit on the visual presentation.
Feedback for mouse movements initiated by a sighted
colleague using the nonnal mouse is recognized by the blind
user as the braille display tracks the mouse movements and ·
displays it as caret Cooperation is thus ensured in both
directions. independent of which interface generated the
mouse input
EXPLORING THE NONVISUAL INTERFACE

Various techniques can be used to compensate for the lack of
overview infonnation. In the GUIB projec~ a tactile display
is used to provide an overview of large screen objects such
as windows. In the Mercator project, the interface structure
is mapped onto a hierarchical ttee-structure which replaces
the spatial organization with a logical organization.
Spatial Exploration

The presentation of GUIB 's off-screen model is guided by a
spatial metaphor since the emphasis for output is on a large
braille display equipped with acoustic facilities for sound
and speech generation and a 25 line by 80 braille characters
canvas. This canvas is sufficiently large enough to display a
640 by 480 pixel screen. Pilot users have preferred a mode
switching feature: either the complete screen or the current

application is shown. In the later case. space requirements
are reduced. The display has two keys to explore lines
sequentially upwards or downwards. Additionally. a vertical
tactile display shows four braille pins in a row for each line.
· These pins also correspond to braille keys. Detecting a
different line is therefore easier for standard situations as the
location of window frames and icons is indicated through
two of the braille pins. A click on the braille key next to the
venical indicator activates the presentation of the
corresponding line and thus accelerates exploration of the
screen.

CONVEYING SYMBOLIC INFORMATION
A significant benefit of graphical interfaces is the use of
icons to convey symbolic infonnation. A basic problem in
providing access to graphical applications is providing
intuitive translations for these graphical icons. Mercator
incorporates a combination of techniques used to convey
infonnation via nonspeech auditory cues [9]. GUIB also uses
nonspeech auditory cues, but relies heavily on translating
symbolic information directly into braille. These approaches
are partially summarized in Table 1: Nonvisual Presentation
of Interaction Objects

The spatial metaphor combined with pointing allows
efficient use of· dialog boxes. While keyboard-based
interaction could require each element to be visited in a step
by step fashion. a typical dialogue box can be presented on 3
to five lines of braille. These lines are scanned by the user
sequentially, and as soon as the desired element is found. it
can be selected (pointing) by clicking a braille key with the
reading finger. A second click on the same braille key
simulates a mouse click and this completes this freq-uent
action immediately. Pilot users have requested a one-handed
operation for all mouse operations (point. click. doubleclick. drag) which is now tested [16]. A double click is a
sequence of one click and a double click on the braille keys.
For one-hand operation. dragging is initiated by a double
click generared at the spot of the mouse (button down). This
mode is reported by acoustic and braille cues. Practice shows
that users then point at the destination of the dragging
operation. A second double click simulates the mouse
movement and the mouse button release. lbereby, common
operations like resizing a window or drag&drop can be
performed effectively.

Using Nonspeech Auditory CUes
Mercator uses three levels of nonspeech auditory cues to
convey symbolic information. The first level addresses the
question of "What is this object?" In Mercator, the type of an
interface object is conveyed with an auditory icon. Auditory
icons are sounds designed to trigger associations with
everyday objects [5]. This mapping is easy for interface
components such as trashcan icons, but is less
straightforward for components such as menus and dialog
boxes which are abstract notions and have no innate sound
associated with them. As examples of some of the auditory
icons used in Mercator. touching a window sounds like
tapping on a piece of glass, container objects sound like a
wooden box opening with a creaky hinge, a variety of push
button sounds are used for radio buttons, push buttons and
toggle buttons, and editable text fields sound like an old
fashioned typewriter.

Tr. .Based Exploration
Since Mercator interfaces are derived from an object-based
representation of the user interface, the mechanisms for
exploring the user interface are also based on the same object
model. The goal of this approach is to ensure that each
movement positions the user at a new interface object With
this approach. there is no dead space, and no sense of falling
between objects in the user interface. Essentially, the
graphical user interface is mapped onto a tree structure
which breaks the user interface down into smaller and
smaller auditory objects. This tree structure is derived from
the conceptual model of the application interface which is
partially determined by the X widget hierarchy. The tree
structure represents hiel3J'Chical relationships (this object is a
child of, or contained by, a parent object) as well as dynamic
relationships (selecting this object moves the user to this
object).

To explore the user interface, the user simply traverses the
interface tree structure. When entering an application
interface. a breadth first search exposes the main interface
objects. Conversely, depth-first searches expose more levels
of detail for a portion of the interface. It is worth noting that
existing keyboard shortcuts wort within this structure.
Likewise this scheme is easily extended to accessing
multiple applications.

Auditory icons are not limited to simply denoting categories
of events and objects, but can be parameterized to reflect
their relevant dimensions as well [6]. In Mercator, auditory
icons are parameterized to convey icon specific attributes
such as the length of a menu. Often these attributes are not
explicitly presented in the graphical interface, but are simply
part of the graphical presentation.
Another interesting question is how to convey attributes
which are common across different types of interface
objects. For example, the concept of highlighting and ·
greying-out interface objects is common across push
buttons, generic icons, and windows as well. Ludwig,
Pincever and Cohen [8] suggest that various sound effects or
filtears can be used to systematically manipulate an auditory
cue without losing the identifiability of the original audiuxy
cue. For example, an animation filtear produces a more
lively sound by accenting frequency variations while a
muffle filtear produces a duller sound by using a linear. lowpass filter. The animation filtear can be used to auditorially
highlight auditory icons while the muffte filtear can be to
grey -out auditory icons.
A user study was conducted to evaluate the use of nonspeech
auditory cues in Mercaror interfaces [11.]. Both sighted and
blind subjects participated in a three part · series of tests
which evaluated the identifiability, conceptual mapping and
usability of a set of auditory icons and filtears. Although the
auditory icons were readily leame<L the initial use and
overall intuitive nature of the interface suffered from the
subjects' frustration with identifying the auditory cues.
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Uaing Braille Notation
In GUIB, symbolic information is integrated into the braille
code if possible. Each interaction object. in the off-screen
model, is characterized by special characters, e.g. brackets
around push button names. The shape of the braille
characters resembles the graphical appearance wherever
possible. Underlining in braille notation (which is more a
fonn of strike-through) supports the use of markings.
Thereby text attributes (font. color changes) can be
conveyed to the user. Nevertheless some icons are not
suitable for braille-based presentation. For example, sounds
and speech are used for rapidly changing icons. The shape of
the mouse cursor is recognized in the filtering process and
when it changes, it is verbalized as well as sonified (an hour
glass becomes ..please wait" accompanied by several clock
ticks). In this sense the desktop (which is empty space in
braille) is announced through repetitive sounds as for
example a ..jungle" sound [15].

rapid. and possibly, large changes on the screen. Such
changes are small in case of text editing as only the caret
moves, but switching between applications can cause a large
portion of the screen to change.
Mercator provides rule templates for each type of interface
object in X Wmdows applications. These templates guide the
behavior of the objects in the nonvisual interface, such as the
manipulation of the nonspeech auditory cues associated with
that type of object. The rules also specify if, and how,
changes to the object should be presented to the user. For
example, a message window in an application interface will
have at least three modes of operation:
• Always present new infonnation via an auditory cue and
synthesized speech
• Signal new infonnation via an auditory cue

• Do not signal the presentation of new infonnation
INTERACTION IN A NONVISUAL INTERFACE

Many of the interaction mechanisms in graphical interfaces
do not translate directly to nonvisual interfaces. Especially
problematic is the use of the mouse. Access researchers
disagree on whether mouse input should be part of a
nonvisual interface. In Mercator, mouse input is completely
replaced by keyboard interaction. Although a sighted user
can use the mouse while working with a blind colleague, it is
not expected that the blind user will use the mouse as well.
Conversely, one motivation for the GUIDE display was
supporting direct manipulation tasks in the nonvisual
interface [12].
Another important issue is deciding how, and when, to signal
the user when changes on the screen occur. Mercator
provides rules which govern how different objects behave.
These rules specify when changes are presented to the user
via speech and I or nonspeech auditory cues. GUIB provides
additional tactile cursors which mark ponions of the screen
which have changed.
Eliminating Mouse Input
In Mercator, the need for mouse input has been eliminated.
As discussed previously, exploration of the interface can be
accomplished by walking a tree structure representation of
the interface model. These actions are perfonned through
keyboard input Likewise, keyboard substitutes for mouse
button input are provided. One advantage of !.his feature is
that the selection mechanism can be the same for all
interface objects independent of what type of mouse input
(single click, double click) is expected.
For GUIDE, two substitutes for the mouse have been
developed [16]. Users can point at every braille character or
touch a pressure-sensitive touch tablet The touch sensitive
tablet allows the blind users to explore typical direct
manipulation tasks such as pointing and dragging.
Signaling The UMr
An important question is how to notify the user of changes
on the screen such as the appearance of a dialog box or the
change of button label. Many types of interaction can cause

These modes of operation can be combined in various ways
depending on whether the application is the current focus.
Cues from applications which are not the current focus are
preceded by a cue (speech or nonspeech) which identifies the
sending application. The presentation rules for a particular
object. or set of objects, can also be modified by the user on a
per-application or per-user basis. This flexibility gives the
user a large degree of control over the nonvisual interface. .

In GUIB, additional cursors mark changes caused
asynchronously by the application or by the user's input. A
focus indicator marks the active element of a dialogue box or
the active document of a multi-window editor. A menu
cursor marks the selected option. The GUIDE display then
moves the cursor to the object that changed last Thereby, if
the depicted interaction object is small, the user is always
infonned about any changes on one line of braille.
In case of vertical or horizontal scroll operations, and in
general for window operations, only one line can be
presented. Therefore, for window operations, the window ·
title is announced vetbally through speech output in addition
to the movement of the braille line to the object having the
focus.
CONCLUSIONS

The two projects discussed here have been driven by their
initial assumptions and requirements: Mercator as a lowcost, audio-oriented system; GUIB as a tactile-oriented
system with added specialized I/O devices. As a result. the
different techniques used in designing and implementing
these systems have resulted in dramatically different
nonvisual interfaces.
No one interface medium or tool can satisfy all potential
users. Both of these systems provide much-needed
experience in the area of translating a graphical interface into
a nonvisual medium. We believe that it is possible to learn
from both of these systems, and to select intetface
characteristics from each that can be used effectively in
future nonvisual interfaces. In the future, it is likely that
GUIB will use a greater number of nonspeech auditory cues.

Likewise. Mercator will be adding a braille output
component as well.
At a somewhat more abstract level, both Mercator and GUIB
are exploring the space of methodologies for translation of
graphical user interfaces. While both of these projects are
targeted at translating GUls into nonvisual interfaces to
provide access to visually-impaired users, access is merely
one application of "retargetting, .. or translating interface to a
new medium.
For example, a graphical application's interface could be
retargetted to a completely new medium, such as a touchtone telephone. This technique would provide access to
graphical applications for otherwise "normal" users who
happen to be in disabling circumstances (such as not being
present at their graphical monitors). We believe that
expioration of nonvisual media. along with investigation of
different translation techniques, will be crucial to the
development of next-generation toolkits and UIMS 's that
provide true, native interface retargetting.
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