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CHAPTER 1
ABSTRACT

Deep neural networks are often considered as black box models. One of the reasons is that
they have a large number of parameters. Understanding the model through these parameters is often a hard task. Recent advances in nonlinear dimensionality reduction techniques
offer a better way to visualize high-dimensional nonlinear data[1]. These techniques have
the potential of helping people understand deep neural networks. However, many of these
techniques pose problems, such as indeterministic results and slower computation. These
problems prevent them from being used in visualizing the training dynamic of deep neural
networks[2]. Neuro-Mapper attempts to tackle this through the use of scalable data visualization technologies and Aligned UMAP, a special kind of UMAP that is able to generate
embeddings that are aligned with each other [3]. Users can explore the training behavior of
a model using NeuroMapper and adjust the hyperparameter as they see fit. Neuro-Mapper
works across multiple platforms and can visualize more than 40000 data points.

1

CHAPTER 2
INTRODUCTION

Computer vision systems based on deep neural networks are everywhere in our life[4].
They play an important role in many cutting edge technologies, such as facial recognition
and autonomous vehicles[5]. Deep neural networks are more and more often used in important decision making processes, such as if an autonomous vehicle needs to accelerate or
decelerate or if we want to send an alarm to law enforcement about a presence of a wanted
criminal[6]. While deep neural networks are able to outperform traditional programs, many
people started to worry about their security[7]. The high-dimension and black-box nature
of deep neural networks means it’s hard for people to understand how they make decisions[8]. Understanding how neural networks make decisions often involves visualizing
high dimensional data. In order to visualize high dimensional data in a meaningful way,
we often choose to use dimensionality reduction algorithms.
Dimensionality reduction algorithms could be generally divided into two categories[1].
One of them aims to preserve pairwise distance structure for all data points. One of the
most well-known examples is Principal component analysis (PCA), a linear dimensionality
reduction technique. For high dimensional data that lies on or near in low dimensional
spaces, linear techniques often failed at keeping low-dimensional representation of dissimilar points far from each other[9]. Recent advancements in non-linear dimensionality
techniques, such as t-SNE and UMAP, creates a more effective way to embed high dimensional data in low dimensional space[1]. Furthermore, the recent release of UMAP
provides a way to generate high quality visualizations of high dimensional data with competitive computation efficiency[1].
In this project, we aim to use UMAP to visualize the training process of a deep neural
network in browsers. The ongoing project makes the following contributions.
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• A cross-platform visualization system that shows the training process of a deep
neural network. NeuroMapper is a cross-platform, browser-based visualization system that aims for visualizing the training process of a neural network. The user can
adjust a variety of different hyperparameters, including n neighbor and min distance.
• A visualization system that is able to handle large datasets with more than
40,000 data points. NeuroMapper takes the advantage of WebGL technology to
drastically improve the visualization’s rendering speed for UMAP-embedded data.
• An effective process to visualize high dimensional time-series data. NeuroMapper
uses a special kind of UMAP called Aligned UMAP. Aligned UMAP allows different
UMAP reducers to be aligned with each other. This is especially useful when we need
to show an evolution of data over time. Without alignment, the generated embedding
across different epochs does not show meaningful evolutions.
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CHAPTER 3
LITERATURE REVIEW

3.1

Background

Computer Vision is one of the hottest areas in Artificial Intelligence. One of the reasons
is that Computer Vision Technologies are ubiquitous in our lives. Whenever we unlock
the phone using facial recognition, search similar images on search engines, or use handwriting recognition to input words on our digital devices, we are using computer vision
technologies. One of the most important models in Computer Vision is Convolution Neural Network[8]. The first Convolution Neural Network was proposed by Yann Lecun[10].
In his paper Gradient-Based Learning Applied to Document Recognition, Lecun proposed
a new way to recognize documents using multi-layer neural networks tranined by back
propagation algorithm[10]. The neural network proposed in this paper, Lenet, was able to
perform with a significant increase in accuracy.
As the advancement in GPU, training a more complex and wider neural network becomes possible. In 2012, Alex Krizhevsky released a neural network named AlexNet,
which is a deeper and much wider neural network compared to LeNet[11]. This change
enables AlexNet to perform better than all other networks in the ImageNet image recognition challenge. In ImageNet Classification with Deep Convolutional Neural Networks,
Krizhevsky proposed many new concepts in the area of convolution neural networks. This
includes the use of rectified linear unit activation function, dropout layers, max pooling
layers and the use of GPU acceleration[11]. The impact of AlexNet paper is huge since
it discussed many problems of CNNs, including the large number of parameters and overtraining[11]. This paper influenced much later research in Convolution Neural Networks.
In 2014, researchers at Oxford proposed a network named VGG-16 and VGG-19[12]. This
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paper proposed a contrary approach compared to AlexNet. In the paper of AlexNet, it is
believed that larger tensors are able to capture more global features of a neural network.
In VGG, much smaller filters were used. Although VGG performed better in many areas,
one of its main problems is that it’s really hard to train because the search space of such
networks is huge[12].
During this development, the problem of making the network deeper and deeper gradually appears. It was traditionally believed that a neural network will simply perform better
as we make it deeper, since it will be able to capture more features of an image. However,
this approach is problematic. For instance, the number of parameters grows exponentially
as we increase the complexity of a network. This means they are much more time consuming to train. In spite of this problem, people proposed a new architecture for convolution
neural networks called network-in-network. Google proposed this by launching the fist Inception Architecture. Over the years, the Inception architecture produced many different
versions. They quickly became the popular neural network in the industry[13].

3.2

Explaining Neural Network

Most deep neural network models are considered as black-box models[8]. One of the most
important reasons is that deep neural networks contain a large number of parameters. For
instance, Google’s InceptionV3 network contains 5 million parameters[14]. Although it
is a big decrease compared to earlier models, such as AlexNet and VGG, understanding a
model with millions of parameters is hard.
There are already some attempts in visualizing the training process of neural networks.
Researchers use Grand Tour and UMAP Tour to show the training process of neural networks[15][2]. In Visualizing Neural Networks with the Grand Tour, the researchers created
a visualization of the final 10-dimensional layer of a neural network[2]. The visualization
they created is limited to a small subset of their data. They use the visualization they made
to accomplish a few different tasks, including the training dynamic, the layer dynamic, and
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the adversarial dynamic. In the Comparing Deep Neural Nets with UMAP Tour, the authors tried to use a technique that combines UMAP with Grand Tour to compare different
deep neural network. models[15].

3.3

Dimensional Reduction

One of the most popular ways to understand datasets with huge dimensions is reducing
their dimensions. Throughout the years people developed different sorts of ways to reduce
the dimensions of data. One of the most popular ways is called Principal Component Analysis, or PCA [16]. Principal Component Analysis uses matrix factorization to maximize
the variance in the lower dimensional representation of the data. One of the limitations in
PCA is that it assumes a linear relationship between features. In recent paper, linear dimensional reduction techniques, linear techniques often failed at keeping low-dimensional
representation of dissimilar points far from each other[9].
Recent advance in nonlinear dimensional reduction techniques offers a remedy to this.
Two popular examples are t-SNE and UMAP. While t-SNE is good at keeping both local
and global features of high dimensional dataset, t-SNE requires lots of calculations, which
increases the time complexity of running such an algorithm[1]. One additional problem
with t-SNE is its indeterministic behavior. While UMAP still has similar problems, it provides three major improvements: faster computation, better preservation of global structure, and more understandable hyperparameters[1].
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CHAPTER 4
PROPOSED METHOD:

4.1

Platform

To help people understand the training process of neural networks better, we designed an
in-browser visualization system that is available in different platforms. We use React and
Mobx to build our front-end application. We also use WebGL through Three.js in order to
accelerate the rendering of our scatter plot.

4.2
4.2.1

Interface Design
DataView

DataView panel is the heart of the whole visualization system. This panel shows the UMAP
embedding of different layers. There are four different plots, representing the output of four
residual blocks[17]. When user hovers on a data points in one of the plot, the corresponding
label of the data point will be shown and the corresponding representation of the same data
point will be highlighted in the other three plots.

Figure 4.1: Dataview when user hovers over the embedding of a ship image.
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Figure 4.2: Dataview changes as epoch changes

4.2.2

Hyperparameter Menu

To allow users to customize the UMAP visualization, we added a menu for adjusting the
hyperparameters of the visulization. In order to achieve a good visualization, the hyperparameters are important. In the menu, the users can adjust three settings: N-Neighbors, Min
Distance, and Sample Size. The N-Neighbors, Min Distance are two hyperparameters for
UMAP, while Sample Size controls the number of sampled data points in one class. Users
can downsample the data points if showing the whole dataset makes the plot too crowded.

Figure 4.3: Hyperparameter Menu
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4.2.3

Label menu

There are often occasion when users do not want to see the whole dataset. For instance,
when we are only interested in the training dynamic of two classes, we might want to hide
all data points that do not belong to the two classes of interest. To address this, we designed
a menu where users can manual hide certain classes in the visualization. To hide a certain
class, user just need to toggle the corresponding switch in the label menu.

Figure 4.4: Label menu

4.3

Aligned UMAP

One of the problems with UMAP is that it’s indeterministic[1]. This means if we embed two
similar datasets with two different reducers, the result could be completely different. It’s
also very time-consuming and memory-consuming to embed large datasets into the same
space. This is especially true when we are dealing with intermediate outputs in neural
networks. Because the most recent deep neural network has a large number of neurons,
the dimensions of intermediate output could be more than 100ks. The memory quickly
becomes the bottleneck if we have a large dataset. In order to solve this problem, what we
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need is a special version of UMAP that is able to fit on a partial dataset at a time.
In our project, we use Aligned UMAP, a special kind of UMAP that aligns different
UMAP embedding by optimizing two UMAP reducers at the same time and restricting
how far related points can be away from each other[3]. This method is available through
the UMAP library. By using this library, we can generate visualization of intermediate
output of the network that is aligned with each other. This helps viewers to see an evolution
pattern that is helpful for understanding the training dynamic of neural networks.

4.4

Pre-Embed

Although Aligned UMAP solves the alignment problem of UMAP, it has one big disadvantage: memory usage. Aligned UMAP holds all previous data when we are fitting a different
dataset. Since our dataset is really large, the reducer leaves a significant memory footprint.
One potential solution to this problem is to train the aligned UMAP in a streaming fashion. However, as it turns out it’s hard to align the embedding that is produced by different
UMAP reducers. Another potential solution is to use low memory mode for UMAP reducers. As we tested this only works with intermediate output from later layers, since the
output sizes are smaller. Our solution to this problem is first embed the data in a lower
dimensional space before feeding it to the Aligned UMAP. This way the memory footprint
of aligned UMAP is reduced and all embeddings is still aligned with each other.

4.5

RAPIDS

As we mentioned previously, the intermediate output of a deep neural network has a large
number of dimensions. Although UMAP has performance advantage over other non-linear
dimensional reduction techniques such as t-SNE, training UMAP on large dimensions with
different hyperparameters can be very time-consuming[3]. In order to solve this, we used
GPU-accelerated UMAP during pre-embed phrase. The GPU-accelerated UMAP we used
comes from RAPIDS AI library [18].
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CHAPTER 5
RESULTS

5.1

Debug problems in neural network training

Traditionally, people have been using different metrics to spot problem in neural network
training. For instance, when we are determining if a neural network has a problem of overfit, we often compare the validation accuracy and training accuracy. Overfit often happen,
when the validation error increases and training error decreases at the same time[19]. Similarly, when we are determining if a neural network has a problem of underfit, we often look
at the training and validation loss history. If both the training error and testing loss are still
decreasing drastically, the model could be underfit. However, merely viewing these metrics
often give us limited information in understanding what’s happening inside a neural network that causes underfit or overfit. This is mainly because metrics like mean square error,
accuracy, recall, and f1-score are calculated base on the output of the neural network and
the labels[20]. Visualizations in NeuroMapper focuses on the intermediate output of neural
networks. This gives users extra information that is often not available through standard
metrics.

5.2

Explore relationships between high dimensional data points

When we are determining the performance of a neural network, we often compare metrics
of different neural networks. Ideally, we want a neural network with low error rate. When
we are diagnosing a neural network, we uses confusion matrix to understand how does the
neural network perform in classifying data with different labels. However, it’s often hard
for us to analyze misclassified data individually. For instance, we might want to know
why does a neural network misclassify an image of a ship as a car while classifying most
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Figure 5.1: Visualization of best-fit, under-fit, and over-fit of Resnet-50 on CIFAR-50
other ships correctly. We might ask if the misclassified ship looks like a car or the neural
network has some internal bias. NeuroMapper allows users to see the distribution of output
in a neural network. This means users could see how each data relates to one another in
high dimensional space. This might offer insight into if the neural network has learned
correct concepts.
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CHAPTER 6
DISCUSSION

6.1

Alignment across different layers

With the help of Aligned UMAP, NeuroMapper is able to aligned different embedding
across different epochs. This helps user to see the evolution of model training. However,
outputs from different layers are not aligned. This means NeuroMapper offers limited
visualization of the behavior of data through the forward pass of a deep neural network.
In order to solve this, we need more customization ability during the fitting of UMAP
reducers. Parametric UMAP could be a potential solution since it utilizes a neural network
in learning the relationship between points. Parametric UMAP allows users to customize
many aspects of the underlying neural network, including the network structure, the loss
function, and the optimization function.

6.2

Real-time visualization

Currently, we have to pre-compute all embeddings for our visualization. This means NeuroMapper could not visualize the real-time training dynamic of a neural network. In order
to support real-time visualization, we need to conquer two main obstacles: neural network
computation in front-end and faster embedding calculation. Neuro-mapper is a front-end
application, meaning it does not depend on any backend servers. We can utilize Tensorflow.js to handle neural network computation in our front-end application. To enable realtime visualization, we also need a faster way to generate the embeddings. One way is to
use GPU acceleration. Currently, RAPIDS does not have an Aligned UMAP implementation. In future work, we can either implement a GPU-accelerated Aligned UMAP or utilize
Parametric UMAP.
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CHAPTER 7
CONCLUSION

NeuroMapper is an innovative open-sourced tool that is able to visualize the high dimensional intermediate output of deep neural networks using Aligned UMAP. Aligned UMAP
poses many advantages compares to UMAP, since it offers a way to aligned different
UMAP embeddings. Because of this, we can use it to see a continuous training progression. By exploring new ways to visualize the high dimensional intermediate output of deep
neural networks, NeuroMapper presents a way to explore inside a neural network during
training. In the future, we plan to improve NeuroMapper by exploring Parametric UMAP,
which utilizes neural network to learn the relationship between data points and generate
their embeddings. We also plan to explore new applications, such as visualizing the effect
of adversarial attack on a neural network.
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